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Editorial
This issue has papers drawn from a wide spectrum of activities: Project THOR, which draws upon the 
successful partnership with Microsoft; Monterey, which complements the paper in the last issue on the 
very large commercial Internet service, beeb.com, developed by ICL for the BBC; a paper on the National 
Grid for Learning, a potential new market for ICL and one in which success is dependent on close 
interaction with Government public policy; Cochise, which enables existing transaction processing 
systems to operate within the web browser world of the Internet. There is also a paper on system 
management, which continues the series on the Millennium product range.

June, 1998 was the fiftieth anniversary of the first running of an electronically stored computer program 
at the University of Manchester. The results of this pioneering work were exploited by Ferranti in the 
production and sale of some of the World's first commercial computers. The Ferranti computer 
department later became part of ICL and its legacy provided much of the engineering backbone for 
several generations of ICL systems. As part of the celebrations in 1998, a replica of the first machine, 
"Baby", was built by a team led by Chris Burton, one of ICL's retired engineers, who then very kindly 
accepted an invitation to write a paper on "Baby" and its legacy.

In this issue, there are the obituaries of two engineers who both made immense individual contributions 
to ICL product engineering. Sadly, they both died suddenly a few weeks after their respective 
retirements.

V.A.J. Mailer

Front cover: High Performance Microsoft Exchange. See the paper, "Project THOR" in this issue.
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Project THOR
Derek Ashcroft

ICL High Performance Systems, Manchester, UK.

Abstract
Project THOR was initiated as the result of an idea by Stephen Tickhill from Sales in ICL High 
Performance Systems (HPS) who sold the concept to a major ICL customer. His idea was to build a 
centralised Microsoft Exchange system to provide an integrated office applications and email 
service for fifty thousand users, something that had never been done before anywhere in the world.

Traditionally, Exchange is implemented using a number of small, distributed servers each support­
ing about 2,000 users. Resilience is achieved by using a standby server. For this customer, this 
approach would have meant over 50 servers around the country being installed, configured, backed- 
up, administered and maintained. Clearly, a single centralised set-up has major benefits in terms of 
cost, security and manageability.

Naturally, the customer wanted to see a suitable demonstration of the concept prior to agreeing to 
its purchase. After some discussion it was agreed that a proof-of-concept demonstration of 12,000 
users showing full resilience, and backup/restore capability would be acceptable.

The Objectives
• D em onstrate  a system  ru n n in g  12,000 

Microsoft Exchange users (Loadsim 'medium' 
profile)

• Resilience to hardware failure, including com­
plete server failure

• Improved back-up and recovery capability
• Reduced management overhead
• Automated management.

The Challenges
• Provide fully resilient system
• 6,000 users, 300 GB database per server
• Recover database within half a day from BCV
• Recover database from tape within one day
• A utom ated back-up, service m anagement 

and resilience
• Integrated system management.

The Approach
After researching other Exchange demonstrations 
we agreed that the test environment would be 
Microsoft's Loadsim with Microsoft Outlook as 
the Exchange client (customer's choice).

Loadsim is a simulation program, available from 
the Microsoft website, that can be tailored to 
simulate any user profile.

It was noticeable that all the previous large-scale 
Exchange d em o n stra tio n s  show n on the 
Microsoft website were on a single server, thus 
eliminating the interserver traffic. Our demon­
stration needed to use at least two servers so as 
to stimulate interserver traffic using MTA (Mes­
sage Transfer Agent).

The main components of the solution are:

• Xtraservers from HPS, (8 Pentium Pro proc­
essors plus 2 GB memory each)

• Symmetrix disk system from EMC
• StorageTek Panther Library using DLT7000 

tape drives
• Forty PCs running loadsim to simulate 12,000 

users (300 users per PC).

The Configuration: Clients
The first part of the exercise was to define the 
hardware configuration, taking into account the 
expected throughput of the system and the test 
environment.

The team "borrowed" forty PCs from the inter­
nal ICL office equipment "refreshment" services. 
These machines (233 Mhz, 96 MB) would sup­
port three hundred users each. They were ar­
ranged on specially constructed racking, thanks
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to the West Gorton workshop. We purchased two 
24 way 100 Mbit 3Com intelligent switches to con­
nect the PCs to the servers to ensure that there 
were no network delays affecting the Exchange 
performance.

The Configuration: Servers
The number of Xfraservers we configured to sup­
port 12,000 users was a compromise between 
maximising the number of users per server (to 
reduce the number of servers needed) and mini­
mising the database size per server in order to 
reduce the back-up time. The mailbox size per 
user as requested by the customer was 50 MB 
giving a total database size of 600 GB for 12,000 
users. After conducting a number of experiments 
we decided to configure 6,000 users per server, 
giving two servers each with a database of 300 GB. 
The cache size for the server was initially 3 GB 
but this was changed to 2 GB at a later stage with­
out adversely affecting performance.

After discussions with Bill Clark of EMC we 
configured three SCSI connections per Xfraserver

to the Symmetrix for database access, plus a fur­
ther single SCSI interface for the Xtraserver sys­
tem and boot partition which was also relocated 
to the Symmetrix.

The Symmetrix type 3400 is an intelligent disk 
storage system which allows shared access from 
multiple independent hosts. There are 96 disks, 
18 GB each, w ith up  to 16 SCSI interfaces and 
4 GB of memory.

The Configuration: Exchange
Microsoft Exchange has six main software com­
ponents:

• Private information store (priv.edb) and Pub­
lic information store (pub.edb) which contain 
the mail boxes and public folders respectively

• MTA which controls messages between serv­
ers

• Directory service which provides the ad­
dresses of recipients

• Transaction logs for both the Information 
store and the Directory services.

Figure 1: Hardware Configuration

2 ICL Systems Journal Spring 1999



The THOR system included all these elements 
with the exception that no public folders were 
configured within pub.edb.

Microsoft advise that the transaction logs should 
be placed on a separate drive for optimal per­
formance. We arranged the virtual (NT) disks as 
two drives for each server (X: and V: for one 
server, Y: and W: for the other). The transaction 
logs were placed on the V: and W: drives, which 
were striped across 6 disks within the Symmetrix 
system. The rest of the Exchange components 
were placed on the X: and Y: drives, which were 
striped across 18 disks each.

The Security and Recovery Strategy
The standard method of database back-up for 
Exchange is an on-line back-up overnight. The 
on-line backup speed to a DLT tape is about 20 
GB per hour with no concurrent workload.

With a database of 300 GB the back-up would 
have taken at least 15 hours and would have been 
running alongside users using the mail system 
throughout this period. Equally significant is the 
time to restore and recover the database, which 
is even longer due to the need to roll-forward 
transaction logs.

This clearly did not meet our customer's require­
ments, so we sat down to see if we could devise 
an approach which would be both faster and have 
less impact on the user service.

The Symmetrix system has a unique feature 
called the Business Continuance Volume (BCV). 
This is a 2nd mirror which can be joined to or 
detached from the data and 1st mirror under soft­
ware control.

We used this feature to create a snapshot copy of 
the Exchange Database which could then be 
backed-up  by a separa te  X traserver to the 
StorageTek tape library, thus eliminating any ef­
fect of back-up on the Exchange service.

Recovery can normally be based on the BCV 
snapshot, which makes it orders of magnitude 
faster than restoring from tape.

The Simulation

The loadsim workload simulator enables tailored 
Exchange solutions to be demonstrated and per­
formance figures produced. Loadsim also has 
three standard user profiles—light, medium and 
heavy.

Our customer selected the medium profile as clos­
est to his requirement, though recognising that 
predicting just how users will exploit the many 
sophisticated features of a product such as Ex­
change is not an exact science. The users will 
often have several different ways of performing 
a task available to them, each having different 
performance implications. A significant margin 
of safety was therefore required.

Loadsim simulation is based on an eight-hour run 
during which time each user performs a number 
of predetermined activities dependent on the 
profile selected. The activities for medium pro­
file are:

• Send 4 items of mail per day to 3 recipients
• Include a distribution list for 30% of mail
• Process Inbox 12 times
• Browse mail 15 times
• Schedule 5 times
• Number of messages in Inbox 4
• Number of messages in deleted

items folder 1
• Number of new folders

(5 messages per new folder) 40

Performance data is obtained by running the sys­
tem for at least an 8-hour period, collecting the 
data from all the simulation PCs and calculating 
the 95-percentile response time (i.e. the average 
response time for 95% of actions).

The normal guideline is that the response time 
should be below 1 second. This indicates that 
the system is performing well and is not strug­
gling to cope with the workload.

Although we used the medium profile we did 
add a 750,000 byte attachment to 12% of the mail 
messages for one of the servers so that this would 
increase the database size to around 300 GB and 
demonstrate that size really does not matter.
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Resilience

With a centralised, large server approach, resil­
ience of the system to hardware breaks is more 
important than ever, and was a vital element of 
the demonstration.

The Xtraserver has excellent resilience features: 
resilient power and fans, ECC memory, UPS, and 
extensive hamming. Nonetheless, in a mission- 
critical system, contingency for server failure 
must be made: a fast replacement policy is es­
sential, for example, clustering.

The Symmetrix system also has excellent features 
such as mirrored disks, resilient power supplies/ 
fans, hamming recovery of cache and "phone 
home" when resilient components need replac­
ing (most components may be "hot" replaced).

While clustering can be a good solution for a sin­
gle server environment, it does involve a cost 
overhead. A "live" and a standby server is re­
quired for each Exchange service. This doubles 
the number of servers required. The 50,000 user 
Exchange solution used eight Exchange servers 
and, including a standby for all eight servers, was 
somewhat too expensive.

After a number of design reviews we concluded 
that the solution was to separate the system disk 
from the server and to find a mechanism for 
moving the system disk from a failed server to a 
single, shared standby server.

We examined a number of ways of achieving this, 
from hot disk replacem ent to Fibre channel 
sw itches and  finally  decided  to use the 
Symmetrix BCV mechanism after an explanation 
from Bill Clark of its inner working.

BCVs as stated earlier are a 2nd mirror that can be 
controlled by software. The software includes a 
command line interface with a number of com­
mands as listed below:

• Establish—establishes the 2nd mirror and 
hence copies data from the main data to the 
2nd mirror (BCV)

• Incremental Establish—As above but the sys­
tem has remembered the disk tracks that have

changed and only overwrites these (much 
faster)

• Split—The BCV is split away from the main 
plex (the system needs to be quiescent when 
this command is issued (i.e. Exchange has to 
be stopped)

• Restore—The 2nd mirror is copied to the main 
data disk. This command is used to recover 
a corrupt database

• In c rem en ta l re s to re —As resto re  b u t 
overwrites only the tracks that have been 
modified since the last BCV split.

Use of BCVs and the Command Line Interface 
for database restore and N+l resilience enabled 
us to develop automated procedures which are 
essential to the operation and management of a 
live service. The high degree of automation we 
were able to achieve was also a key factor when 
we obtained support for the solution from the 
M icrosoft Exchange d evelopm en t team  in 
Redmond.

A further advantage of BCVs is that, when re­
storing a disk, the Symmetrix system is intelli­
gent enough to enable access to the data at the 
same time as it performs the restore operation in 
the background. It uses pointers to direct appli­
cation access to either the main plex or the BCV 
depending on how far the restoration has got. 
This effectively means that restoration is instant, 
since one does not have to wait for it to be com­
plete.

The N+l process uses the restore operation. The 
system disks for both the Exchange servers re­
side in the Symmetrix and include a BCV. When 
a server failure was simulated, the BCV of the 
'failed' system was restored to the system disk 
for the N+l server. This copies the contents of 
the system disk of the 'failed' server to the sys­
tem disk of the N+l server. As explained earlier, 
as soon as the restore starts, the copied system 
becomes visible to the N+l server which then 
takes on the personality of the failed server.

The failed server when repaired becomes the new 
N+l server.

Figures 2 ,3  and  4 illustrate  the N + l Failover
process.
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Figure 2: N + 1 Failover Process (a)

Figure 3: N + 1 Failover Process (b)

Figure 4: N + 1 Failover Process (c)

Backup and Recovery
Backup
Back-up is achieved by splitting the BCV from 
the main database, making it accessible by the 
archive server and backing up this snapshot to 
the shared StorageTek library.

This sounds simple but was in reality far from 
simple. When the BCV is connected to the main 
data disk it is considered part of the main disk 
and cannot be accessed by the archive server. 
When the BCV is split we need to enable the ar­
chive server to be able to access the BCV. At first 
we could only achieve this by re-booting the ar­
chive server but we subsequently removed the 
need to reboot by using a utility called "VCTL" 
which remounts the BCV disks attached to the 
archive servers after the splitting process.

It is also imperative that the backup software does 
not alter the disk signatures on the BCVs because 
this would alter the signature of the main sys­
tem disks when a restore is conducted. To en­
sure the signatures are not altered we had to use 
a backup application running under NT (As Ex­
change), because NT guarantees not to alter any 
disk signatures generated by a fellow NT system.

The overall aim in designing our backup process 
was to reduce the user impact of the process and 
enable faster recovery, without losing any of the 
facilities available w ith the standard on-line 
backup utility. On-line backup performs an in­
tegrity check (checksum) of the data prior to 
backup. To achieve an equivalent level of integ­
rity checking in our solution, we worked together 
w ith  M icrosoft to im plem ent an off-line 
checksum check, which is run against the snap­
shot copy of the database prior to backing up to 
tape.

As mentioned earlier, a great deal of time and 
effort was expended in automating the backup 
procedures, and in integrating them with the con­
trol of the Exchange service, the Maestro batch 
scheduler and the Networker backup software. 
The result is a system which can operate com­
pletely autonomously, and which can be moni­
tored using the standard MS Windows NT Event 
Viewer tool.
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Recovery
The back-up approach also has major benefits for 
database recovery. The most remarkable of these 
is the speed of the database restore—10 minutes 
compared with the normal 5 hours or so. This is 
due to the fact that the latest back-up (the one 
which is normally needed) is retained on disk (on 
the BCV) and so no tapes are needed. Further 
details are given in the section, 'Results'.

The recovery process was designed with help 
from M icrosoft/EM C and extended and im­
proved by an extensive programme of testing and 
validation carried out both at our Manchester 
laboratories and at the Microsoft campus in 
Redmond, Washington State. This continued 
until we had a comprehensive working system.

The recovery process includes deleting the check­
point file (identifies which transaction logs have 
been applied to the database), and applying the 
Information Store integrity check (isinteg patch). 
NB: these are non-standard activities which must 
only be considered in the most stringently con­
trolled environment. Misuse of these facilities can 
cause serious damage to your database. Please 
do not try this at home!

During the integration period we were in con­
stant contact with Microsoft as we discovered 
new issues, and Microsoft provided us with a 
number of hot fixes. These were associated with 
increased buffer settings, increased counters in 
the Information store and the JET database (in­
cluding a set w ith the intriguing title of the 
"Squeaky Lobster" mod), optimising the settings 
of Exchange parameters, reducing the log replay 
times (from about 90 seconds to 30 seconds), in­
tegrity checking, transaction log checking, audit 
trail, event logging, etc.. Many of the mods identi­
fied are now included in Exchange service pack 2.

In the event of a database recovery being needed, 
the latest back-up, usually taken overnight, needs 
to be restored from back-up, and then modified 
by replaying the stored transaction log files.

We found that 6000 medium-profile users gener­
ated about 70 transaction log files per hour, hence 
the standard log replay time of 90 seconds would 
have meant about 1.5 hours to recover every hour 
of processing that the data base had run since the 
last backup (e.g. 12 hours to replay 8 hours-worth

of log files). Thanks to the enhanced .dll 
Microsoft were able to produce, this is now down 
to 30 minutes replay time per hour of processing.

We had an excellent example of the need for par­
tial database recovery during the integration 
phase. Nigel Swinney was our technical contact 
with Microsoft and kept all his correspondence 
in a folder on his mail system, which was not 
based on Exchange at that time. On the Monday 
morning of his last week, before relocating to ICL 
Australia and before he had passed the files on 
to Phil McKirgan, Nigel's mailbox was deleted. 
Apparently, there had been a mix up  over the 
term ination date and the mailbox was never 
recovered.

This was a graphic illustration of why mail sys­
tem administrators may need to recover part of 
their database! It prompted us to see if we could 
replace a single mailbox in the THOR system and 
we found th a t we could by the use of the 
EXMERGE process. This is a procedure which 
entails building a second Exchange service on a 
separate server from the back-up tapes and trans­
ferring the required information from the second 
Exchange service to the original system.

The Demonstration
As always on projects of this nature, the night 
before the demonstration to the customer we 
were making absolutely sure everything was 
working properly. We worked very late, eating 
"flat food" as they call it in Redmond. When the 
developers at Microsoft are nearing a product 
release deadline, they have their office doors 
locked and the only way to get them to eat is to 
pass food (Pizza) to them through a small gap 
under the door.

On the day the demonstration went very well 
with the 12,000 user simulation running perfectly. 
To demonstrate the N+l resilience we stopped 
one of the Exchange servers and then asked the 
Customer Chief Executive to power off the live 
system prior to the team recovering the Exchange 
service onto the previously stopped system. To 
our immense relief the process worked flawlessly, 
and the customer duly bought the solution.

The picture in Figure 5 shows the rehearsal on 
the day of the demonstration.
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I T E M T H O R  M e t r i c

9 5 th  p e rc e n tile  response  tim e 0 .8 3  seconds

T o ta l I /O ’s p e r second 8 0 0  (peaked  a t 1 0 0 0  du rin g  lo g in )

A ve ra g e  CPU usage 4 0 -4 5 %

Exchange re c o v e ry  tim e :

R esto re  fro m  BCV 10  m in u te s

Log re c o v e ry 3 0  seconds (a v e ra g e ) p e r log file

N +1 re c o v e ry  tim e U nder 3 0  m in u te s

Table 1: Exchange Performance for 12,000 users

Figure 5: Demonstration Rehearsal

The Results
The performance figures from the Exchange run 
for 12K users on two Xtraservers are shown in 
Table 1.

Roadshow
HPS m arketing then decided they w anted a 
roadshow demonstration of THOR and a forty- 
foot exhibition trailer, accompanied by a fourteen

tonne support lorry and two transit vans, started 
a tour of the UK and mainland Europe. More 
than twenty venues hosted the Roadshow includ­
ing Microsoft offices in Reading, Stockholm and 
Paris. Other venues included Belfast, Copenha­
gen, Dublin, Edinburgh and Maarssen.

The Roadshow events included an hour-long 
presentation featuring updates on the Microsoft 
Global Alliance, ^.workplace, InfraCare, ICLNet 
(the ATM network) and, of course, Exchange.
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Speakers from both Microsoft and EMC also sup­
ported the customer sessions.

Following the presentation, attendees were able 
to see the exchange demonstration of a 'live' 
12,000-user centralised Microsoft Exchange solu­
tion running on the ICL Trimetra Xtraserver in 
the specially adapted exhibition trailer.

More than 3,500 people attended the Roadshow 
including ICL customers, client managers and 
staff as well as customers from our partner or­
ganisations, including Microsoft and EMC. Cus­
tomer attendees included BT, Marks & Spencer, 
AA, British Gas and EDS. In addition, in excess 
of 400 Microsoft staff attended at the Microsoft 
venues, including a number of business manag­
ers, liaison managers and Exchange product 
managers.

Customer Configuration
When the system was scaled to 50,000 users we 
used the largest Symmetrix model—the 3700. 
This supports up to 128 disks each of 46 GB 
(unformatted), 32 SCSI connections and up to 8 
GB of memory. We connected four Exchange 
Xtraservers to one 3700 Symmetrix system with 
6250 users per Xtraserver. One additional 
Xtraserver acted as the N +l server plus a fur­
ther 2 Xtra servers for backup from the BCVs. 
Using two such configurations, 50,000 users 
could be supported.

The resilience and recovery achieved in THOR 
are compared with a typical Exchange system in 
Table 2 and a diagram of the 50,000 user configu­
ration is shown in Figure 6.

I t e m S t a n d a r d  S o l u t i o n T H O R  S o l u t i o n

Size o f  d a ta b a se 5 0 -1  0 0  Gb m ax im um 3 0 0  Gb

R esto re  fro m  la te s t backup 5 hou rs  p lus 1 0  m in u te s

T ra n s a c tio n  Log re c o v e ry 2 m in u te s 3 0  seconds

(a ve ra g e  p e r log  file ) 

D isc fa ilu re 5 hou rs  p lus No a c tio n  needed
Failed S erve r re c o v e ry 8 hou rs U nder 3 0  m in u te s
Backup speed On line m ax 2 0 G b /h r O ff line m ax 3 0  G b /h r

Table 2: Comparison between THOR and a standard Exchange system

Figure 6: Exchange 50,000 user configuration
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Figure 7: Comparison of centralised and decentralised solutions

Conclusions
This project was designed to demonstrate the 
viability of large-scale, centralised Exchange 
systems. We believe it has done that convinc­
ingly.

It met all its objectives—economies of scale, re­
silience, improved back-up and recovery, re­
duced cost of ownership, simplified manage­
ment and automation.

The demonstration showed 12,000 users with 
subsecond response times and proved the vi­
ability of centralised systems for more than 
50,000 users.

It confirmed that Exchange databases of 300 
Gigabytes can be effectively managed by the 
use of an innovative back-up and recovery ap­
proach.

The system integrates Unison Maestro for Au­
tomation, Legato Networker for tape manage­
ment and BMC Patrol for event management.

Figure 7 illustrates the centralised solution as 
compared to the traditional solution and dem­
onstrates very graphically the benefits of the 
THOR project approach.

Following the THOR demonstration we have simu­
lated a 25k and 50k centralised Exchange system 
(i.e. one organisation, one site, with 4(25k) and 
8(50k) servers.

The 50k user simulation used 160 PCs each 350 Mhz 
with 128 Mb store eight servers and two 3700 
symmetrix disk systems.

Acknowledgements
THOR was very much a team effort and the au­
thor would like to acknowledge the contributions 
from all the team members, particularly Bill Clark 
from EMC, Peter Nilsson from Microsoft, and the 
ICL team of Alan Hirst, Steve Rowe and Derek 
Ashcroft from High Performance Systems (HPS) 
development, Phil McKirgan and Nigel Swinney 
from HPS Sales support, Geoff Whitaker from the 
NT Centre of Excellence and Chris Weber from the 
Solution Centre.

The author wishes to give his special thanks to Phil 
McKirgan for his help and advice in preparing this 
paper.

ICL Systems Journal Spring 1999 9



Biography
Derek Ashcroft joined ICL in 1970 as a logic de­
signer on 2970, the first New Range machine, and 
was team leader of the hardware control.

In 1977 he was appointed design manager for the 
2966 system , and  in 1979 the developm ent 
manager for the 2966 processor which supported 
System 4,1900 and 2900 architectures.

N+l Server

ECC

UPS

Unison Maestro

In 1981 he became the development manager for Legato Networker 
DM1 (Distributed Mainframe 1) which was the 
first system to incorporate custom CMOS chips, 
via the new collaboration with Fujitsu.

Following the completion of the processor devel­
opment he managed the integration of the sys­
tem up to general release.

In 1986 he became the section manager for Main­
frame peripheral development for the next nine 
years and then in 1995, following the creation of 
Fligh Performance Systems, he became a Project 
Manager.

Glossary
Loadsim Microsofts Exchange client

simulator.

Symmetrix Name given to the range of
EMC disk farms )
3300 (64-18 GB Disks), 3400 
(64 -18 GB disks) and 3700 
(124 - 46 GB disks).

Panther Library Automated tape library from 
StorageTek.

Intel based hardware proces­
sor from ICL's HPS.

Small Computer Systems 
interface.

Xtraserver

SCSI

DLT7000 Digital Linear Tape (35 GB
capacity).

BCV Business Continuance Vol­
ume, a second mirror of the 
d isk data tha t can be a t­
tached or split from the main 
data by S/W.

A single server that provides 
resilience to a number(N) of 
servers.

Error Correction Code

Uninterrupted Power Supply.

An automated job scheduler.

Data backup S/W  from 
Legato.
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Monterey
A Web Content Production System

John Edwards, Hugh Steele

ICL/BBC, London, UK

Abstract
Monterey is a Web based system for the rapid production and deployment of content to the Internet. 
It has been developed specifically for the BBC's commercial Internet service, 'beeb.com'. This is a 
three-year partnership between ICL and BBC Worldwide and is focused on delivering a return on 
investment by harnessing the revenue opportunities from advertising, e-commerce and syndica­
tion built on key BBC brands, content and personalities.

This paper describes how the Monterey Content Production System (CPS) enables BBC editors, 
writers and designers to produce and publish stories, images and data on the WEB.

Introduction
This paper outlines:

• How the beeb.com project began
• How beeb.com has become one of the leading 

entertainment sites in the UK
• The challenges and the unique problems of 

the production environment
• The solutions and the innovations to over­

come the challenges
• A detailed overview of the system and its ar­

chitecture
• Future developments
• Summary and conclusions.

Section 2 provides background for those unfa­
miliar with the web and the beeb.com project.

Sections 3 to 9 are aimed at technical readers and 
describe the system and its architecture in detail.

Section 10 provides an overall summary and con­
clusions.

The beeb.com  project
beeb.com is the result of a partnership (started in 
1996) between ICL and BBC Worldwide. The 
service is b u ilt a round  favourite  BBC p ro ­
grammes, magazines and personalities, deliver­
ing a wide range of content that focuses on com­
edy, motoring, sport, travel, TV & Film, and mu­
sic. beeb.com users can also communicate with

celebrities in on-line chat events, talk to each other 
in chat rooms, play games, participate in compe­
titions and make on-line purchases at the BBC 
shop.

The BBC was quick to recognise the emergence 
of the Web as an additional New Media route to 
its viewing and listening audience. But to do this 
successfully, a technology partner was needed 
with an organisation to match the values of the 
world's greatest broadcasting brand and with a 
shared vision of the future of on-line media.

The BBC found this partner in ICL, which was 
equally keen to develop a new media culture, to 
learn a new way of "doing the Internet". The 
collaborative deal to create beeb.com was signed 
in August 1996. Since then, the pioneering rela­
tionship  betw een "luvvies and  techies" has 
proved successful and beeb.com has quickly be­
come one of the UK's top entertainment web sites.

One of the powers behind beeb's creation was an 
ICL Director, John Davison, who stated, "Why is 
beeb so successful? Because the BBC is really good 
at creating content that grabs the audiences, en­
gages them, invites emotional responses. The se­
lection of sites on the Internet is infinite, and suc­
cessful sites are the ones that provide people with 
compelling and exceptional on-line experiences. 
Success in the on-line world is not only about 
technology—it requires understanding of both 
technology and the creative process, in other
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words, the coming together of arts and science, 
on a screen. And this is one of the most impor­
tant lessons that ICL has learnt by working to­
gether with the BBC."

ICL's role as a technology partner in beeb.com cov­
ers three wide areas, ranging from setting the 
foundations, through developing the Content 
Production System, to revenue-related business 
systems.

At the foundation level, ICL built the network 
between all locations and the Internet, as well as 
the work environment at beeb.com. The business 
is located at the Television Centre in London, 
close to broadcasters and TV production teams. 
beeb.corn's continually changing content is hosted 
at ICL's Bracknell and Kidsgrove server farms, 
and back-up and recovery services come as part 
of the package.

The Content Production Centre at beeb.com is a 
good example of ICL's expertise and understand­
ing of the media industry. In creating the sys­
tem, ICL both integrated industry standard pack­
ages and developed bespoke applications when 
off-the shelf products were not available. The re­
sult is a unique Content Production system which 
links journalists, designers, editors and engineers 
in a dynamic network. This network enables each 
to use a range of web, audio and animation tools 
not only to create the content of the site but also 
to continually refresh the live web service.

Delivering great content in a fantastic-looking 
package is important—but clearly not enough to 
succeed in the long run. At beeb.com, these in­
clude on-line advertising management, auto­
mated measurement and reporting systems, com­
munication tools and electronic protection of 
business assets.

In summary the objectives of this partnership are 
to:

• Develop new commercial, editorial, produc­
tion and technical skills

• Create a base of excellence for each company
• Produce re-usable technology assets and pro­

duction systems
• Earn revenue through a joint business.

beeb.com is an 'entertainment and leisure' service 
that combines news, features, interviews etc. with

extensive information databases. It was targeted 
originally towards a young male audience at 
work in the UK, though home usage has grown 
considerably and new brands such as Gardeners 
World and Homes and Leisure are being added 
to support this growing audience.

beeb.com functions as an umbrella brand for the 
BBC's commercial on-line developments, and 
most importantly it earns revenue from adver­
tising, subscriptions, transactions and content 
syndication.

Web development culture
The developm ent and production culture at 
beeb.com has evolved somewhat organically over 
time. A traditional IT development methodol­
ogy was applied initially, but it became clear that 
an approach requiring a complete specification 
to be in place before development began was not 
feasible. The starting point for many of the de­
velopments was a vision or creative concept that 
had to evolve through a process of prototyping 
and consolidation.

The development and production process has to 
support the following:

• A highly creative and ideas led environment
• Constantly changing and evolving require­

ments
• High content and design churn (some with 

hourly updates)
• Content that is focused on graphic design and 

visual impact
• A magazine model built on features, news, 

regular 'columns' and listings
• A need to maximize page impressions and 

views per user visit and ensure a 'paid for' 
advertisement on every page

• Fast and easy access to large databases that 
are updated frequently and are searchable by 
the consumer.

Production process
The production system is at the heart of beeb.com 
and must handle and process information and 
content from numerous sources. The production 
teams write editorials that m ust be integrated 
with internally produced graphics and imagery 
and all placed within a consistently styled tem­
plate and frameset. Space for content is limited,
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as beeb.com navigation, (up to six) advertisements, 
and Webzine navigation and links must also be 
contained in an 800 by 600 frame!

Third party data (in a wide variety of unstruc­
tured formats) and live feeds may also be inte­
grated with internally produced content. This 
requires custom-built tools to allow data to be fil­
tered and transformed before entry into the pro­
duction system or relational databases.

All these content sources must be aggregated into 
HTML files (automatically in some cases) that are 
delivered to the consumer on the web. This com­
plex process requires a number of disparate sys­
tems to inter-operate while presenting a consist­
ent interface to the production system user.

beeb.com is a large operation, so a production pipe­
line with well-defined roles and responsibilities 
is vital. This allows resource pools to be set up 
which are efficient and highly skilled in their area.

These are:

• Graphic design and image creation
• JavaScript programming
• Editorial writing and research
• Navigation and user interface design
• Database and application programming
• Support and managed services—Webmasters.

Stakeholders
Dyer [Dyer, 1998] identified four main types of 
user within the beeb.com Production Centre, spe­
cifically:

• Web Developers—responsible for site design 
and  in teg ra tio n  along w ith  HTML and 
Javascript coding

• Applications programmers—responsible for 
database design, object design and implemen­
tation in SQL and Java

• Editors and journalists—responsible for 
Webzine management and editorial writing.

• M ultim edia researchers—responsible for 
daily creation and entry of content.

Monterey has been designed specifically to ad­
dress the requirements of these four stakeholder 
groups, plus two additional parties:

• Webmasters—responsible for maintaining e' 
environment, ensuring 24x7 cover and over­
seeing deployment of new applications

• Technical Infrastructure—to define network 
and system architecture and ensure that the 
infrastructure has the necessary capacity and 
resilience.

Challenges
The existing 'm anual' production process at 
beeb.com grew with the organisation and skills 
were gained and developed progressively. In iso­
lation, this was a reasonably efficient process in 
that it capitalized on existing skills and freely 
available tools. However it meant that beeb.com 
was operating as essentially independent web 
production teams—one per Webzine. Each pro­
duction team was fairly happy with this, but as 
the site 's content base grew and production 
schedules tightened it became increasingly less 
efficient to have editorial staff and writers modi­
fying HTML code and using FTP to deploy this 
directly to web servers.

From the business viewpoint this was produc­
ing no economies of scale and was rapidly be­
coming a concern for the centralized develop­
ment, support and infrastructure functions. The 
need to re-purpose content for external partners 
and re-use content between sites was also a grow­
ing requirement.

In summary the challenges faced in developing 
a production system were to:

• Support, not change, the established working 
practices

• Underpin existing skills and tools—specifi­
cally HTML authoring and FTP utilities

• Significantly improve the productivity of the 
production teams and reduce dependency on 
technical (programming) resources

• Provide an easy to use (and install) interface
• Provide a central repository for content ob­

jects such as data, templates and applications
• Track and audit all content entry and deploy­

ment
• Ensure fast delivery of dynamic content from 

databases
• Deliver content in multiple formats—DHTML 

is becoming well established and WebTV is 
on the way.
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The HTML paradox!
HTML has galvanised the IT industry by provid­
ing a non-proprietary standard for presenting text 
and images on any platform. With minimal ef­
fort, most people are able to grasp the basics of 
the language and produce their own content us­
ing simple tools.

However, it is the simplicity and monolithic na­
ture of HTML that causes problems when the 
scale of its production and deployment process 
goes beyond individual authors.

A single monolithic HTML file used to define an 
increasingly complex page does not yield to 
economies of scale or a production pipeline in­
volving multiple teams of specific skills. It also 
confounds re-use as the lack of modularity in 
HTML source requires code to be continually cut 
and pasted.

The many functions of HTML
The tags defined by the language perform a wide 
range of functions with only a small set specifi­
cally containing content. A page of HTML must 
not only hold the text and images, but also de­
fines page layout, navigation, server directives, 
data input formats and even code (scripts). 
Examples of the types of tags are:

• Text: <font> , <b > , <HR>
• Layout: <table>, <frameset>
• Structure: <head>, <t it l e >, <body>
• Data entry: <form>
• Navigation: <A>
• Code: <APPLET>, <SCRIPT>
• System  directives and  ad d itio n a l data:

<META>.

This produces a daunting and often confusing 
task for those who are simply trying to edit a few 
lines or add a new picture. It has required pro­
duction staff, whose main function is as writers 
or editors, to become proficient in HTML in or­
der to get their output into the necessary web 
pages.

In the industry, this has created a new breed of 
'all-rounders' who have come to the fore with the 
combined skills of graphic design, typesetting, 
program m ing and w riting  who can single- 
handedly create web pages. These individuals

are rare, expensive and most suited to smaller 
web development teams.

With individual teams focused on specific aspects 
of the final HTML output, the emphasis shifts to 
the integration of the HTML components each is 
producing. This does not need to be a big bang 
and can be approached in an incremental way 
allowing the pages to build up in much the same 
way as an automotive production line. A stand­
ard 'chassis' for pages can be built that contains 
the common elements that the entire sub-group 
of pages requires: global navigation, advertise­
ment serving code, overall page layout (frameset 
and background) on to which the page specific 
components are added. This chassis is known as 
a template and the process allows the compo­
nents to be developed in parallel (and off site) if 
necessary. Most importantly, templates separate 
layout from content and protect the page layout 
when users enter text.

The Monterey Production Process
Figure 1 demonstrates how the initial site con­
cept begins with a site map and navigation dia­
gram, which is then populated with individual 
page designs mocked-up in Adobe Photoshop. 
These mock-ups are used to visualise the graphic 
design concept, navigation paths and user inter­
faces to application functionality.

When reviewed and approved the designs are 
passed to HTML coders who will prototype the 
pages to produce a working framework of the 
site. These pages will be derived from base tem­
plates which include the standard HTML for glo­
bal navigation, meta-tags and ad server calls. 
Any custom JavaScript functions will then be in­
cluded along with overall page layout and back­
ground tags. Up to this point no page specific 
content will have been added, as what exists is 
an abstraction of the common elements of the 
site's 'look and feel'.

The next stage is to mark up the points within 
the HTML where content will be placed. This 
involves the addition of Monterey CPML (Con­
tent Production Mark-up Language) tags that in­
struct the Monterey Page Renderer on where to 
find the content specific to that page. This may 
come from two sources: com ponents stored 
within the Monterey repository and from an ex-
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Figure 1: HTML Page creation process

ternally defined relational database schema. 
CPML tags and the Page Renderer are described 
in detail later.

Content components can be created directly in 
the Monterey repository using the page template 
in 'edit' mode or through a separate content en­
try template. The components can also be cre­
ated externally using appropriate text and image 
tools and transferred into the repository using an 
FTP client. Components may be referenced by 
multiple templates, and in different websites, if 
they share the same repository!

Solutions and Innovations
As with any IT system, there were some signifi­
cant pre-conceptions, user expectations to meet 
and resistance to overcome in successfully deliv­
ering a computer based production system that 
could satisfy all of the many 'stakeholders'.

The business required a system that would sig­
nificantly improve the efficiency of the produc­
tion processes and teams. It must allow them to 
focus purely on producing up-to-date re-usable 
content without the distractions of everything 
else that makes up a page. Advertising, naviga­
tion, deployment etc. should become controlled, 
centralized functions.

The main technical issues to be addressed are 
summarised below:

• Use a database to hold all content, code and data
• Make this database look like a web server file 

hierarchy to the user by creating a 'Virtual File 
System' (VFS)

• Use a web browser based interface to avoid 
constant switching between applications to 
preview work in progress

• Use templates to eliminate HTML code du­
plication and re-use UI designs

• Use the web-server cache to hold pages gen­
erated from a database and use these again 
for the next identical request

• Multi-publish to separate content from pres­
entation which allows new formats to be si­
multaneously supported, such as DHTML 
and WebTV.

These issues and their implications are expanded 
and discussed in detail in the following sections.

Design overview
Re-use saves time and money and maximizes the 
revenue potential for a given expenditure of ef­
fort. It helps to ensure that tasks are performed 
less often and more efficiently. Re-use can be 
achieved across a number of "delivery vehicles",
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in c lu d in g  p eo p le , d e liv e rab les , too ls a n d  
processes [Benner, 1997].

The Monterey technical design has endeavoured 
to apply the re-use principle in its broadest con­
text, across all "vehicles" and stakeholder groups. 
The range covers tangible assets such as content, 
design, applications and infrastructure compo­
nents, as well as the more abstract "people" ben­
efits gained from having a consistent interface. 
The design encompasses existing assets, as well 
as providing a framework for the production of 
new material.

Skills (or "people") re-use has been achieved by 
considering each beeb.com stakeholder group in­
dividually and tailoring the system to make best 
use of th e ir sk ills (see earlie r section  on 
Stakeholders).

Re-use of "deliverables" (e.g. work products) is 
generally achieved by packaging, or re-packaging, 
assets to p roduce  re-usab le  com ponents. 
Unsurprisingly, the decision to re-use involves a 
trade-off, as extra effort must be expended to 
make an asset re-usable. Monterey's approach to 
components is covered later in the section on Web 
Components.

Duplication of tools and processes has been 
largely avoided by designing a system that ad­
dresses the key requirements of the organisation 
and has potential for re-use externally.

Stakeholders
Naturally, the overriding goal has been to achieve 
maximum re-use with the minimum extra effort. 
However, experience at beeb.com has shown that 
the best way to achieve re-use is specific to each 
user area (stakeholder) of the organisation. The 
application of these ideas is therefore best under­
stood from the point of view of each stakeholder.

Content producers
This group comprises editors, journalists and 
multimedia researchers, all of whom are respon­
sible for creating publishable content. Re-use 
within this group is achieved principally by:

• Separating content components, from each 
other and from presentational elements

• Avoiding the need for editorial staff to learn 
new skills; i.e. HTML.

• Providing a consistent content production 
process allowing staff to move easily between 
different webzines and cross-pollinate skills 
across the organisation.

Web Developers
Web developers are responsible for implement­
ing the design and high-level logic for the site. 
Conventional website production techniques 
confound re-use either by failing to support the 
separation and componentisation of design and 
content, or by requiring Web Developers to be­
come programmers and database administrators.

• Monterey allows Web Developers to become 
more efficient by providing a framework for 
the re-use of template components.

• Web Developers only need to learn one lan­
guage, CPML.

• CPML is designed to fit as closely as possible 
w ith first generation techniques, such as 
HTML, so Web Developers can re-use much 
of their existing expertise.

• Similarities with HTML also streamline the 
template creation process and aid re-use of 
existing Web-based assets.

Application Programmers
The Monterey systems architecture has been de­
signed to avoid unnecessary duplication of ap­
plications programming effort.

• The system is developed around a Java com­
ponent architecture. Well-designed compo­
nents are inherently re-usable and the use of 
Java permits cross-platform re-use.

• The consistent applications architecture pro­
motes skills re-use.

• The use of standard development practices 
extends the principle of knowledge re-use to 
potential recruits as well as current staff.

• Third party designs or implementations are 
used wherever applicable.

Technical infrastructure and Support
beeb.com initially had to support a wide range of 
technology, from both the clients and the servers. 
Previously disparate areas of the system are now 
treated homogeneously, where possible (e.g. tem­
plate and content components).

• The use of a browser-based interface allows 
infrastructure to be re-used for both live web
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servers and content production systems (see 
later section on "First class interface").

• A three-tiered architecture maximizes the use 
of server architecture and reduces (thin) cli­
ent support issues to a minimum.

• As the system supports the entire content pro­
duction process, end-to-end, Webmasters 
only have to learn, deploy and support a sin­
gle infrastructure.

• Monterey was designed specifically to re-use 
the existing server farm architecture.

Web Components
This section focuses on the re-usable deliverables 
created by the Web Development and editorial 
teams.

Applications components and Infrastructure are 
covered in the section on Technical Architecture.

Overview
Template and content components are different 
in terms of origin and use, but are intrinsically 
very similar.

Template components are produced and assem­
bled by Web Developers according to original 
design requirements, whereas content compo­
nents are created by editorial staff or delivered 
by automatic feeds. The two component types 
are then combined by the template engine to cre­
ate publish-ready media; e.g., web pages.

From an operational perspective, these differ­
ences are marked, however in terms of system 
architecture bo th  com ponent types m ay be 
treated identically. This observation has meant 
that both component types can benefit from the 
same organisational and persistence mechanisms 
and a consistent user interface.

Template Components
Monterey promotes design re-use through tem­
p la te  com ponen ts and  allow s com m on 
presentational and logical features of the beeb.com 
site to be factored out as separate packages. This 
approach has the effect of "normalizing" the de­
sign elements of a site (viz. removing duplication) 
and ensures that the impact of a design change is 
minimized. Template components can then be 
combined to form new templates (Figure 2).

Figure 2: Combining template components to 
create a new template

One example of this technique is the "Terms and 
Conditions" (T&C) notice found at the bottom of 
every page on the beeb.com website. With first- 
generation web site production techniques (i.e. 
flat pages), a copy of the T&C HTML code would 
need to be present on every page. If the design 
of the T&C notice were to change, then every sin­
gle page on the beeb.com site would need to be 
updated to reflect this modification. With a site 
comprising tens of thousands of distinct pages, 
this is not a trivial operation.

beeb.com templates w ithin Monterey, however, 
simply contain a reference to the T&C template 
fragm ent. Only this fragm ent needs to be 
changed in order to upgrade the entire web site.

Content Components
Content is expensive and time-consuming to pro­
duce:

• In-house content must be researched, written 
and typed into the system

• Feeds-based content must be purchased, pre- 
processed and loaded.

Either way, it makes sense to extract maximum 
value from content via re-use. The potential for 
re-use of a given set of content can be greatly 
enhanced by re-presenting it in a variety of de­
sign contexts (re-decoration), or by re-combining 
subsets of content to produce useful new group­
ings (re-aggregation).

Monterey enables content re-use by separating 
data from presentation and supports content re­
use through various aspects of CPML. It also 
provides the facility to repackage content auto-
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Figure 3: Multipublish

matically, without the need for duplication. In 
addition to supporting design normalization 
through template components, Monterey also pro­
motes content re-use via Multipublish.

The HTML domain alone provides a wide range 
of possibilities for repackaging content. For ex­
ample, the production team may want to provide 
browser-specific versions of a page, which can 
take advantage of proprietary tags and features. 
Alternatively, they may want to produce a frame­
less version of a page, or maybe a "printer- 
friendly" alternative.

Multipublish functionality is not restricted solely 
to HTML. By separating data from presentation, 
it is possible to re-use content in a wide range of 
formats, for example textual email, or Web TV 
(see Figure 3).

In addition to basic content/presentation sepa­
ration, CPML also provides explicit support for 
multipublish allowing template designers to in­
dicate that whenever a given template is used to 
produce a page, then further pages (based on 
other templates) should be generated automati­
cally. For example, whenever a standard page is 
created, it should also create (say) an Internet 
Explorer specific version.

In its simplest form, Multipublish simply redeco­
rates a given set of content with a different tem­
plate. Multipublish is also a useful way to re­
aggregate data. For example, a template may col­

lect and display a list of "Title" 
and "Abstract" components from 
recent news stories.

Web Production Techniques
A key aim of the Monterey system 
is to streamline the production 
and maintenance of a web site, a 
goal it shares with other template- 
based content production sys­
tems. This section briefly exam­
ines the Monterey system in the 
context of alternative web produc­
tion techniques, although a de­
tailed appraisal of alternative ap­
proaches is beyond the scope of 
this paper.

First-generation web production 
techniques based on static HTML pages allow the 
initial page of content to be created very quickly. 
However, subsequent repeats of a design with 
alternative content, or vice versa, take almost as 
long as the first, as each page must be created in 
its entirety.

Template-based systems separate content from 
presentation, which promotes re-use and accel­
erates the creation of subsequent pages by allow­
ing multiple sets of content to use the same tem­
plate. However, a significant amount of effort 
may be required before this stage is reached, in­
cluding:

• Converting the initial page into a template
• Allocating content storage
• Producing an interface for creating and up­

dating content
• Specifying rules for content retrieval.

These up-front costs, often requiring the interven­
tion of skilled IT staff, can make templates an 
unattractive option, especially for "small-scale" 
re-use, where the template is only used to create 
a few pages.

Scripts
Script-based approaches to template production 
combine program code (e.g. VBScript) with pres­
entation (e.g. HTML) to generate each page; the 
scripting language being responsible for retriev­
ing, processing and displaying individual con­
tent components, often from a relational database.
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In some cases (e.g. Microsoft ASP), templates may 
be manually created from HTML by identifying 
and removing the content areas of the page, then 
replacing them with a scripting language to re­
trieve and display the content. Alternatively, 
fragments of HTML may be embedded into a 
program as "print-statements", a strategy com­
monly adopted by early CGI developers. In ei­
ther case, these are skilled tasks requiring the in­
volvement of a programmer and possibly a da­
tabase administrator. There is also the disadvan­
tage that, although content has been separated, 
business logic remains bound up with presenta­
tion. Additionally, a system for creating, storing 
and updating the required content elements must 
already be in place.

Nevertheless, script-based approaches can be 
extrem ely pow erful, especially in situations 
where the presentation and data schemas are 
largely fixed.

Stylesheets
Stylesheet approaches to templating, such as CSS 
(Cascading Stylesheets) and XSL (Extensible 
Stylesheet Language), take a document contain­
ing content (XML/HTML and XML respectively) 
and add presentational elements according to a 
set of rules.

The source document may be read from a static 
file, or generated dynam ically by a separate 
script. Unlike a simple script-based approach, 
this has the advantage of keeping the business 
logic involved in content aggregation separate 
from the presentation.

A further advantage of stylesheets is that mod­
ern web browsers have stylesheet functionality 
built-in, allowing the rendering process to take 
place on the client, thus reducing the load on the 
server. However, browser support for stylesheets 
is still patchy (especially for XSL), so rendering 
must currently occur on the server if correct out­
put is to be guaranteed.

Both XSL and CSS can be used to style XML docu­
ments (i.e. the content), but only XSL has the abil­
ity to transform the XML document as well, pro­
viding a far richer set of rendering options. How­
ever, while CSS is relatively easy to create, XSL 
templates can rapidly approach the complexity 
of a scripting language, which probably places 
them out of reach of most Web Developers, at

least until effective WYSIWYG development tools 
begin to appear.

Stylesheets have the potential to become the pri­
mary content delivery method in future, but, for 
the time being, the lack of consistent browser 
support and graphical development tools is slow­
ing their adoption. The development team is 
currently exploring the use of CPML as an XML- 
generator for XSL stylesheets in anticipation of 
suitable tools becoming available.

As with scripts, however, stylesheets fail to fully 
address the content production problem, largely 
due to the effort required in creating the initial 
templates and the need for an additional content 
maintenance infrastructure.

CPML advantages
By minimizing the total cost of producing tem­
plates, CPML can prove effective even for small 
template:page ratios, while retaining the econo- 
mies-of-scale enjoyed by standard  tem plate- 
based approaches.

Figure 4: Fast initial content creation

CPML significantly reduces the effort required 
to produce the initial template (see Figure 4) by 
using an HTML-like approach to template direc­
tives and relying on an integrated datastore (see 
later section on Virtual File System) for most con­
tent store functionality.

When a site has been created as static HTML, a 
design change requires that all the pages based 
on the old design are changed to reflect the new
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design. As content and design are mixed this is 
difficult, if not impossible, so a significant con­
tent investment may be wasted.

Template-based systems isolate content from de­
sign, which makes presentational changes much 
simpler. However, if scripting code additions 
were used to create the template, then updates 
can only be effected by skilled applications staff. 
Stylesheets can allow design updates to be made 
by Web Developers, but in either case changes or 
additions to content elements can often require 
skilled m odifications to the core database  
schemas.

Figure 5: Fast design change

suiting web templates cannot be usefully viewed 
in a conventional browser.

The problem  becomes even more significant 
when the templates need to be changed, as stand­
ard HTML tools can no longer easily edit them. 
Changes must be made "blind", and can only be 
checked by passing them through the CPML en­
gine where they are combined with data.

CPML is designed specifically to ensure that tem­
plates continue to exist as viewable HTML docu­
ments. Rather than removing key page compo­
nents to create a template of "holes", CPML al­
lows dynamic elements to be marked in place. 
No content needs to be removed, so CPML tem­
plates can be viewed and edited using conven­
tional HTML tools and published as finished 
pages. Numerous pages may be instantiated, 
which follow the design of the original template 
page, but allow alternative content. The template 
rendering code ensures that default text is re­
placed by external data where appropriate.

Technical architecture
Monterey uses a three-tier approach comprising 
a Data Server, Application Servers and two types 
of thin client, namely Web Browser and FTP (see 
Figure 6).

Monterey separates content and design, but also 
allows Web Developers to change content pro­
files simply by modifying a template. No expen­
sive schema modifications are required, which 
can help to reduce the effort required to change a 
design (see Figure 5).

In most conventional template-based systems, 
converting an HTML design into a template re­
quires certain key page components—those that 
will incorporate external data—to be removed 
and replaced with procedural script code.

Although HTML is fairly robust when rendering 
within different browser implementations, it is 
quite fragile when large sections are removed and 
replaced with non-native code. The absence of 
key page components makes it impossible to get 
a true impression of the page layout and the pro­
grammatic additions can render the page unread­
able in a browser. Therefore, the conversion proc­
ess is time consuming and awkward and the re­

As a three-tier architecture, Monterey centralizes
business logic at the Application Server layer.
This approach has a number of advantages:

• Simplified system administration
• Support for heterogeneous thin clients
• Improved performance (fewer network calls 

per operation; core logic executes on high 
performance server)

• Better encapsulation of data
• Better security (method-level as opposed to 

data-level)
• Enhanced potential for server component re­

use
• Potential for server-to-server communication
• Improved scalability and resilience using 

multiple servers.

Data Server
The Data Server provides a platform  for all
Monterey data. It supports the Virtual Filesystem
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Figure 6: Technical Architecture

(VFS) as well as any user defined relational 
schemas.

The Data Server is actually two physical servers 
mirrored to provide resilience. Further details 
of Monterey's high availability architecture are 
given in a later section.

Virtual Filesystem
The Virtual Filesystem (VFS) is a key component 
of Monterey and was implemented early on in the 
lifecycle of the system. It combines the best at­
tributes of an industrial strength relational data­
base (the system currently uses Oracle) with an 
organisational metaphor that is appropriate and 
familiar for web site design.

The VFS is implemented using a custom rela­
tional database schema. A Java object-relational 
wrapper encapsulates access to the VFS, plus any 
user-defined schemas.

The VFS emulates the hierarchical arrangement 
of a normal filesystem (i.e. directories and files), 
a n d  p ro v id es  the  sam e basic facilities, for 
exam ple:
• Create a file
• Create a directory

• Change a directory
• Read file contents
• Delete a file.

However, the VFS offers significant additional 
benefits over a traditional filesystem in terms of 
structure, functionality and performance.

Extending the hierarchy
An important structural benefit of the VFS is that 
it seamlessly extends the hierarchy both above 
and below the normal filesystem scope.

Table 1 shows the various layers managed by the 
VFS; those available in a normal filesystem are 
emboldened. The right-hand column shows how 
each level corresponds to elements of a standard 
URL.

Level of hierarchy URL example
P ro toco l 

S ubscriber 

D ire c to rie s  

D o c u m e n t  

T e x t  C o m p o n e n t

h ttp :

/ / w w w .b e e b .c o m

/ h t m l /

T o d a y s P a g e .h tm l

# F irs tC a p tio n

Table 1: Hierarchical components of the VFS
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At the very top of the hierarchy, Monterey cur­
rently supports two thin client protocols; HTTP 
and FTP. Support for other protocols, for exam­
ple SMB (SAMBA) may be added in the future. 
One level down, the VFS allows for multiple con­
tent subscriber groups. In the simplest case, each 
subscriber group may be an alternative website; 
other potential subscriber groups include ftp syn­
dication or listserv groups. Managing all the sub­
scribers within a single content repository pro­
motes the sharing and re-use of content/design 
components.

Next come directories and documents, which are 
handled in exactly the same way as a normal file 
system.

Finally, at the other end of the scale, the VFS treats 
components within a document in exactly the 
same way as docum ents w ithin a directory. 
Whereas the leaf node of a conventional file-sys­
tem is the file, the VFS imposes no limits on 
granularity. It is therefore just as simple to refer 
to a specific text fragment within a page, as it is 
to refer to a page within a directory.

The homogenous treatment of the complete web 
hierarchy is apparent at the user interface too; just 
as a user may browse though directories and see 
pages, they can also navigate between different 
subscribers, or browse within pages and exam­
ine the composite text fragments.

Audit trail and point-in-time recovery
A key functional benefit of the VFS over a tradi­
tional file-system is the provision of full audit trail 
and point-in-time recovery facilities. Every up­
date to an object is stored as a distinct new ver­
sion and includes full details of who made the 
change and when.

This mechanism operates transparently and al­
lows for all or part of the VFS to be rolled back to 
a specific point in time. Alternatively, content can 
be viewed as it was at a specific time, which ful­
fils a significant legal requirement of the BBC 
contract.

Explicit support for the time dimension of every 
component also allows for a very flexible pub- 
lish-subscribe model, where different subscrib­
ers can view content at different stages in its 
lifecycle. For example, editorial staff producing 
content would expect to see documents as their

most recent version, while the outside world sees 
a frozen snapshot of earlier versions. This model 
may be extended to allow, for example, premium 
subscription users to see more up-to-date con­
tent than the general Internet user.

It is also possible to generate reports showing the 
detailed history of an object or group of objects, 
or to enumerate all content changes made by a 
specific user.

The database schema is optimized to support the 
transparent audit trail with no discernible effect 
on performance.

Asset Management
A large content and design asset quickly becomes 
unmanageable if there is no easy way to locate 
and extract the components required for a given 
task. Component re-use is impossible if the com­
ponents cannot be located and extracted.

This is especially significant for Monterey, where 
content and presentation have been separated 
and componentised; therefore an efficient mecha­
nism is required to select and recombine the rel­
evant components.

Traditional file-systems provide very basic que­
rying mechanisms, which are not suitable for 
searching through high volumes of data, nor for 
complex restrictions such as joins. Examples of 
traditional "query" mechanisms include direc­
tory listings (e.g. "dir" and "Is") and simple hi­
erarchical commands (e.g. "find"). These facili­
ties are useful for occasional searches or small 
data volumes, but do not scale.

Relational databases, on the other hand, are spe­
cifically designed to handle complex queries 
quickly and efficiently. The internal Monterey VFS 
schema has been constructed to take advantage 
of this innate capability. However, the raw  
searching capabilities of the relational database 
are not exposed directly to users or Web Devel­
opers; instead they are encapsulated by the ob­
ject relational w rapper and m ade available 
through the CPML template language and at the 
user interface. This approach hides the underly­
ing VFS im plem entation enabling future up ­
grade.

The VFS also provides for multiple categoriza­
tions via a "shortcut" metaphor, which maxi­
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mizes the potential for asset classification and 
tracking.

Transactions
Transactional behaviour is an essential aspect of 
most computing systems and Internet content 
production is no exception. For example, the 
mesh of hypertext links which binds a website 
together requires that groups of related pages are 
either all published or not published at all. If the 
process were allowed to fail half-way through, 
the web site would probably be left with many 
broken links. A transactional publishing process 
ensures tha t even w hen som ething does go 
wrong, the site is left in a consistent state. The 
atomic nature of a transaction also make it im­
possible for sections of the content to be changed 
while the publishing process is underway.

Conventional file-systems, the traditional web 
site substrate, are not naturally transactional in 
nature (although basic atomic transactions can be 
elicited with some programming effort).

Through its use of relational database technol­
ogy, Monterey is inherently transactional for all 
operations, including publishing, copying, and 
deletion.

Other RDBMS features
The task of implementing audit trail, asset man­
agement and transaction functionality within the 
VFS was greatly simplified through the re-use of 
the Oracle RDBMS feature set.

The decision to use Relational Database technol­
ogy has also provided a wealth of additional ben­
efits which became available without additional 
program m ing effort, for example: M irroring, 
Concurrency, Archiving, Backup and recovery.

Middleware components
Monterey middleware components currently in­
clude:

• HTTP Service
• FTP Service
• CPML Parsing Engine.

HTTP Service
The HTTP service provides a browser-based in­
terface to Monterey. It accepts and processes 
brow ser-orig inated  requests and  generates

HTML pages dynamically via the CPML Engine. 
The service is implemented as a Java servlet, 
which currently runs under JRun using Netscape 
Enterprise Server 3 as a "listener". The system 
will run without modification on any Web Server 
with servlet running capabilities, and has been 
tested using Microsoft Personal Web Server and 
Jrun on NT.

The HTTP Service (and hence the web browser 
interface) is the main access point for editorial 
staff to create and organise content. It is also used 
by Web Developers, to a lesser extent, for creat­
ing and organising template components.

The decision to use a browser interface has pro­
vided a number of advantages; some are the ge­
neric benefits of a three-tier architecture; some 
are specific to the context of web content produc­
tion.

Multi-platform support
beeb.com is a multi-platform site. Designers gen­
erally use Macintosh computers, whereas pro­
duction staff use a mixture of Mac and PC sys­
tems. Webmasters and Applications Developers 
also make heavy use of PC technology.

It was therefore imperative to choose an archi­
tecture which could make use of a cross-platform 
interface.

A browser-based interface was the obvious way 
to maximize the com patibility of the system 
across multiple operating systems and specifica­
tions.

Remote access and teleworking
Many of the staff at beeb.com require remote ac­
cess to the system from time to time, be they sup­
port staff working out-of-hours or editorial staff 
on an "outside broadcast". A browser-based ap­
proach is naturally suited to remote operation 
and Monterey has been used successfully from 
overseas on a number of occasions.

Minimise rollout and maintenance costs
A fat client approach (for example, a program 
written in Visual Basic or Delphi) would require 
that every user have the program installed on 
h is/her PC before they could start using it. This 
means that support staff have to be involved with 
the initial installation, plus any compatibility and 
upgrade issues.
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Web Browsers, on the other hand, are ubiquitous, 
so any new user simply needs to be allocated a 
username and password and informed of the URL.

Minimize support costs
When users experience problems with a two-tier 
application, the difficulty is often due to the cli­
ent configuration.

Major variations in client technology can make it 
difficult for support staff to diagnose and resolve 
a problem, especially from a remote location.

Monterey confines all critical processing to the 
server side. Therefore, any problems can be 
quickly isolated and rectified by support staff. 
The browser interface is largely invulnerable to 
client configuration problems.

“First class” interface
A web browser based interface is particularly sig­
nificant given the nature of the content being pro­
duced. Specifically, the interface used to pro­
duce the content exists in the same medium as 
the content itself—it is a "first class" interface.

This has two main benefits. Firstly, it allows con­
tent to be previewed accurately within the inter­
face. Secondly, it encourages a symbiotic rela­
tionship between the content production environ­
ment and the delivery environment, such that any 
functional enhancements to the content produc­
tion system are of direct benefit to the delivery 
architecture, and vice versa.

This is of particular importance with regard to 
the advanced resilience and high availability of 
the production delivery service. Sharing a com­
mon infrastructure means that any performance 
and resilience enhancements made to the live 
service (e.g. load balancing, fault tolerance) will 
be of direct benefit to the content production sys­
tem. If differing technologies had been used, then 
up to twice the effort would be required to guar­
antee high availability on both systems.

Similarly, if Applications Developers improve the 
content production interface via CPML enhance­
ments, then these improvements are instantly 
available to live templates.

A "first class" interface confers benefits to the Web 
Developers as well, since their CPML expertise 
allows them to tailor the interface to their (or their

users') preferences and to create bespoke inter­
faces for specific content areas. Figure 7 (next 
page) is an example screenshot from Monterey 
showing a user input form (left pane) adjacent to 
the finished presentation—both templates were 
easily designed and created by Web Developers.

In the longer term, it also provides the technical 
foundations for an architecture where the current 
site consumers (the Internet public) can become 
regulated content providers.

FTP Service
The FTP Service provides an alternative thin-cli- 
ent access route to the Monterey VFS. It is imple­
mented as a Java socket server, which exposes 
the VFS to the outside world via the standard FTP 
protocol. This service is particularly suitable for 
Web Developers, who generally work with large 
volumes of template components and multimedia.

FTP clients are freely available for most (if not 
all) platforms and most Web Developers will al­
ready have one or more installed on their sys­
tems, thus minimizing deployment costs. The 
ability to use platform-specific FTP clients has 
also helped by conferring native client perform­
ance and functionality to the Monterey VFS, for 
example "drag-and-drop". Moreover, FTP client 
functionality is often built into third party web 
developm ent tools, a fact tha t has enabled 
Monterey to become quickly an integral part of 
the Web Development process.

The FTP Server was relatively straightforward to 
specify and implement, as the FTP API is stable 
and well-defined and a range of Java FTP server 
implementations were available in the public 
domain.

The FTP Service does not replace the Web 
Browser interface, but is a useful alternative for 
certain Web Development tasks.

CPML Parsing Engine
Both the FTP Service and the HTTP service are 
able to access directly individual components 
within the VFS.

However, these services also access the VFS via 
templates, which allow multiple content and de­
sign components to be collected and assembled 
to produce finished documents.
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Figure 7: Monterey screenshot demonstrating a "first class" interface

Support for templates in Monterey is provided 
though a specially developed XML-based lan­
guage known as CPML (Content Production 
Mark-up Language) which is processed by the 
CPML parsing engine.

The following section discusses the CPML tem­
plate language and processing engine in more 
detail.

CPML Template Processing
In accordance with Monterey’s high-level design 
goals, CPML aims to:

cause template creation and maintenance is dif­
ficult and time consuming.

CPML provides a standard set of elements, which 
perm it Web D evelopers to carry  out m ost 
templating tasks quickly and easily. The lan­
guage is easily extensible using well-known Java 
idioms.

CPML is designed to offer significant benefits 
over first-generation template systems for most 
content-design ratios. The remainder of this sec­
tion gives an overview of the key aspects of 
CPML.

• Support re-use of work products through the 
separation of design, content and logic com­
ponents

• Support re-use of infrastructure and skills by 
defin ing  the in terface as w ell as the 
publishable product (see section on the "First 
Class" interface)

• Retain the simplicity of HTML.

Standards based
CPML uses the W3C XML standard syntax, an 
approach that has provided easy access to a wide 
range of third party specifications, designs and 
implementations. For example, it is possible to 
parse a CPML template using any XML compli­
ant parser1.

The last point is probably the most important of 
all, as many template-based approaches fail be-

'Non XML compliant HTML code is fixed automatically 
before being presented to the parser.
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Consistent formatting also makes the language 
easily toolable, for example by using HomeSite 
tag extension facilities.

CPML has been designed to support future mi­
gration to contemporary and future web standards 
such as CSS, XSL, XLINK, and XPOINTER.

Implicit data schemas
The XML-like hierarchical nature of the VFS ena­
bles the sub-schemas implicit in the overall con­
tent store to be defined within CPML templates. 
In many cases it is convenient to use a single tem­
plate to address all three aspects of data handling 
(model, view and control). CPML allows one 
template to define the underlying data model, the 
content production interface and the final pres­
entation format for a particular area of site con­
tent, for example a collection of news articles.

This is a key strength of the Monterey architec­
ture, as it provides access to the benefits of con­
ten t/ presentation separation with the minimum 
of effort.

However, just because it is possible to define all 
three aspects with a single CPML template, does 
not mean that this is always the best approach. 
Lor example, one or more templates can be used 
for presentation, while other templates are de­
signed specifically for creating and updating con­
tent. The data model itself is implicit in the un­
ion of these related templates, and could be de­
fined or refined by an external feed if required. 
Monterey provides (via CPML) support for either 
approach, depending on the specific application.

Declarative, not programmatic
With its roots in XML, CPML enables Web De­
velopers to specify their content and presenta­
tion needs declaratively.

In scrip t-based  tem pla te  system s, such as 
Microsoft's ASP or Vignette StoryServer, tem­
plates are generally created by embedding a fully 
functional scripting language (e.g. VBScript, Perl, 
TCL) into HTML. While access to a full scripting 
language is compelling in the short term, it can 
quickly result in complex templates, many of 
which contain duplicate functionality. In such

systems, the amount of embedded script required 
to produce a page can quickly exceed the origi­
nal HTML; i.e. it becomes an application rather 
than a template. The task of creation and main­
tenance then becomes the responsibility of Ap­
plication Programmers rather than Web Devel­
opers.

Monterey tackles this problem by closely integrat­
ing CPML with the VFS, thus allowing most con­
tent storage and retrieval requirements to be 
achieved without recourse to application logic. 
Lor occasions when the behaviour required is 
outside this scope, the system also provides a 
clearly defined framework for extending the sys­
tem with Javabeans or filters. This encourages 
the development of well-designed and imple­
mented applications components and helps to 
avoid a raft of disparate, de-normalized and un­
maintainable script code. It also helps to sepa­
rate responsibility for the production of software 
components and template components to Appli­
cations Developers and Web Developers respec­
tively.

The bean approach is similar to the use of ActiveX 
components in ASPs, but has the additional ad­
vantage of cross-platform portability.

Quick to produce and maintain; 
compatible with existing resources
The overriding design goal of the CPML language 
has been to choose the option which best sup­
ports fast template creation and maintenance. 
The close proximity of the Monterey development 
group to the beeb.com production environment 
has allowed these design decisions to be based 
on real domain knowledge.

CPML is designed as a natural extension to 
HTML and as such it is easily understood and 
used by Web Developers. Wherever applicable, 
a similar syntax and semantic has been adopted. 
In some cases, standard HTML elements (e.g. 
<img>) gain additional functionality and VFS in­
tegration w ithout intervention. This enables 
Web Development resources, both internal and 
external, to be re-deployed quickly as CPML tem­
plate creators. CPML also allows beeb.com’s sig­
nificant static HTML legacy to be re-purposed 
easily as CPML templates.
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CPML element handler
The CPML element handler is based on the pub­
licly available SAXON Java class library [Kay,
1998] . SAXON, in turn, is built on top of the 
standard SAX interface, which provides an event- 
driven API to XML documents.

SAXON provides many useful extensions to ba­
sic SAX functionality, including an element-type 
based event distributor. Through SAXON, the 
Monterey infrastructure is able to provide a clear 
framework for extension of the CPML language 
on a class-per-element basis. A new CPML ele­
ment is simply a Java class, which specializes the 
CpsHandler class.

The following sections describe the main aspects 
of the CPML language, but are not intended as 
an exhaustive reference; for that readers should 
refer to the Monterey CPML User Guide [Wells,
1999] .

Core elements
The <cpstext> tag is at the heart of CPML and 
is responsible for binding a template component 
to other components in the underlying VFS. The 
idea behind <cpstext> is simple; it is essentially 
the textual equivalent of the HTML <img> tag.

Depending on the context, a <cpstext> element 
will be displayed as read-only (view mode) or 
editable (edit mode). If edit mode is enabled, then 
the contents of <c p s t e x t > elem ents can be 
changed from directly within the browser inter­
face with updates being reflected in the VFS au­
tomatically. The context varies depending on 
how the element is being accessed (e.g. edit mode 
when changing a page from within the produc­
tion interface, view mode when published) and 
m ay be changed  dynam ically  u s in g  the  
<cpsshow> tag.

The con ten ts of < c p s t e x t > elem ents are 
recursively parsed, allowing template compo­
nents to be nested. This also permits editorial staff 
to create further <cpstext> references within con­
tent on an ad hoc basis, although this is the excep­
tion rather than the rule. If further parsing is not 
required, then the <c psin c > element can be used 
to force an unparsed verbatim inclusion.

<HTML>
<BODY>
< H l > A r t i c l e  T i t l e < / H l >
<HR>
The a b s t r a c t  o f  th e  a r t i c l e  g o e s  h e r e .  
</BODY>
</HTML>

Example 1: HTML before conversion

The above example (1) shows a simple HTML 
page that displays a title and an abstract sepa­
rated by a horizontal line:

In the next example (2), the requirement is to al­
low editorial staff to edit the title and text of an 
article without having to edit the HTML file di­
rectly. The relevant sections of the HTML page 
(show n in  ita lics) are m ark ed -u p  u sing  
<cpstext> elements to separate the variable con­
tent from static HTML presentation. In addition, 
the design of the plain HTML page has been aug­
mented with standard template components that 
can be assumed to exist in the system already.

<HTML>
cCPSTEXT SRC·". /h ea d er" / >
<BODY>
cHlxCPSTEXT S R C = " * /title" > A rtic le  Ti-  
t 1e</ CPSTEXT></ Η1>
<HR>
<CPSTEXT SRC="*/a b s t r a c t ">
The abstract of the article goes here. 
</CPSTEXT>
< /H R >
cCPSTEXT SR C = "/stand ard -com ponents/ 
fo o te r " /»
</BODY>
</HTML>

Example 2: HTML w ith CPML extensions

For this very simple page, the ratio between 
HTML and "content components" is approxi­
mately equal. In a typical beeb.com HTML page, 
the ratio would probably be closer to 10:1, while 
the am ount of CPML required to produce the 
template would remain the same.

By default, the src attribute operates relative to 
the template rather than the page. This design 
decision rests on the observation that the major-
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ity of relative references in a typical HTML page 
(i.e. IMG elements) are concerned with common 
presentational components rather than instance 
specific content. Therefore, the Web Developer 
has only to change the content-specific elements 
to transform an HTML page into a CPML tem­
plate. The first <cpstext> element in Example 2 
uses a template-relative path to include a stand­
ard header component from the same directory 
as the template.

The article title and abstract in this example, how­
ever, are content elements, specific to each pub­
lished page. In these cases, the * symbol is used 
within the src attribute to indicate that the con­
tent path should be generated relative to the page 
rather than the template. For example, if a page 
based on the template is stored at location * /a r -  
t i c l e s / a r t i c l e l " in the VFS, then the article 
title will be retrieved from location " / a r t i c l e s /  
a r t i c l e l / t i t l e " .

The second example also illustrates how content 
elements can be defined non-destructively; the 
original title and abstract text remain in the tem­
plate. This approach allows the template to con­
tinue to render correctly within standard web 
browsers and also provides default text in situ, 
which is displayed if the referenced item is not 
present in the VFS.

The <IMG> tag is part of the HTML specification 
and is not unique to CPML. However, within 
Monterey the <img> tag can be used automatically 
to create and edit multimedia data from within 
the browser interface, as opposed to just view­
ing it. The <img> tag follows the same rules for 
determining relative paths and view /edit con­
texts as the <c p s t e x t > tag. By parsing and 
processing the native HTML <img> element, the 
Monterey templating system further reduces the 
effort required to produce templates.

External class support
The <c psbean> tag provides a framework for 
in co rpo ra ting  Java classes th a t follow  the 
JavaBean design pattern for scalar mutators.

Bean fields are set (via introspection) according 
to <cpsparam> elements appearing within the 
bean tag. When the <cpsbean> tag is closed, the 
doProcessingO method is executed. The dst  at­
tribute allows the Web Developer to direct the 
results to an area of the VFS, where it is then avail­

able for the duration of the request. If the dst 
attribute is not present, then the output is inserted 
directly into the page.

The next example (3) demonstrates the use of 
<cpsbean> in both contexts.

<CPSBEAN NAME="com.beeb.beans.
NewsFinderBean" DST=" / todays_new s"> 

cCPSPARAM NAME="SearchBy">Date</
CPSPARAM>

cCPSPARAM NAME="SearchValue"> 
cCPSBEAN NAME="com.beeb. b e a n s .

DateBean"/ >
</CPSPARAM>

</CPSBEAN>

Example 3 : CPSBEAN and CPSPARAM

The outer NewsFinderBean generates a list of news 
articles based on supplied parameters and places 
the result at location " / to d a y s _ n e w s " . Note that 
this dynamic dataset resides in memory, it is not 
physically stored in the database. Moreover, the 
dynamic data is only available in the context of 
the current request. The standard path notation 
allows request-level dynamic data to be accessed 
in exactly the same way as persistent data stored 
in the VFS, for example using <c p st e x t > or
<CPSLOOP>.

The inner DateBean is used in-line (i.e. without a 
dst  attribute) to provide a parameter for the ar­
ticle search.

The c c p s q u e r y > tag is a specialization of 
<cpsbean> and provides a user-defined mapping 
between an external relational database schema 
and the request-level VFS.

The <c psf il t e r > tag allows for the introduction 
of bespoke stream-based processing into the 
CPML language. New filters are created by spe­
cialising the standard java.io.FilterWriter class. 
The next example (4) shows a <c p sf il t e r > tag 
being used to transform its contents to uppercase. 
<c p s f il t e r > elements may be nested as re­
quired.

Iteration and conditional logic
<cpsloop> is used to iterate through objects at a 
specified node of the VFS. Some nodes of the 
VFS contain persistent objects, whereas others 
contain request level data, such as that created
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by <c psbean> or <cpsquery> elements. Like 
other CPML elements, ccpsloop» is unaffected 
by this distinction and treats entity and request 
level data identically.

<CPSFILTER NAME="com.beeb.filters.
Uppercase">

E veryth in g  w i l l  be d isp la y e d  in  
uppercase when rendered  in c lu d in g  
th e  d a ta  from t h i s  CPSTEXT elem en t:  
cCPSTEXT SRC="*/exam ple"/ > 

</CPSFILTER>

Example 4 : CPSFILTER

<cpsbreak> provides a mechanism for applying 
simple pattern-action rules to each <cpsloop> 
iteration. If the pattern defined in the <Cpsbreak> 
element is matched, then the contents of the 
<cpsbreak> element are executed; otherwise, 
they are ignored. Patterns include the iteration 
index (e.g. first row, an even row), element equal­
ity or inequality, or changes in specific values 
from one iteration to the next (similar to "breaks" 
in traditional database reporting languages).

In the  next exam ple (5), it is show n how  
<cpsloop> and <cpsbreak> can be used to iter­
ate through a node in the VFS, in this case a re­
quest level node generated by the ccpsbean» 
shown in Example 2.

cCPSLOOP SRC="/todays_news" DST="/x"
FROM="l" To="10"> 

<CPSBREAK INDEX="1"> 
cCPSTEXT S R C = " /x /h ead lin e" > h ead lin e

</CPSTEXT>
<P>
<B>

CCPSTEXT SRC="/x/body"> f i r s t  
a r t i c l e  i s  show n i n  fullc/CPSTEXT» 

</B>
</P>

</CPSBREAK>

cCPSBREAK INDEX="2+"> 
cCPSTEXT S R C = " /x /h ead lin e" »h ead lin e

C/CPSTEXT>
<p>

cCPSTEXT S R C = " /x /a b s tr a c t" /> la tte r  
a r t i c l e s  show abstractc/CPSTEXT»

</P>
C/CPSBREAK>

C/CPSLOOP»__________________________________

Example 5: CPSLOOP and CPSBREAK

Basic conditional logic is supplied by c c p s if >, 
ccpsthen> and ccpselse>. There is currently 
no general expression handler, but several use­
ful equalities /inequalities are accommodated. 
Example 6 shows how these tags may be com­
bined, in this case by displaying a welcome mes­
sage, or a reg istra tion  form , depend ing  on 
whether or not the user has been recognized by 
the system.

Example 6: CPSIF, CPSTHEN and CPSELSE

Multipublish
The ccpsmulti> tag provides explicit support for 
Monterey's m ultipublish functionality as de­
scribed in the earlier section on Content Compo­
nents.

cCPSMULTI SRC="./IE4-version.html" 
DST="*/../IE4-version.html"/> 

cCPSMULTI SRC="./NS4-version.html" 
DST="*/../WebTV-version.html"/>

Example 7: CPSMULTI

The two ccpsmulti> elements shown in Exam­
ple 7 will create two further pages whenever the 
template is used, based on Internet Explorer 4 and 
WebTV specific templates respectively.

Content syndication
The manifold content components stored within 
the Monterey VFS represents a valuable asset 
which can also be re-used externally. By allow­
ing content components to be distributed auto­
matically to third parties outside the beeb.com 
environment, content syndication is a natural 
extension of the internal content re-use philoso­
phy. Content syndication can provide an alter­
native revenue stream and broadens the reach of 
beeb.com brands beyond the core websites.
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Figure 8: High Availability Architecture

The Monterey publish-subscribe mechanisms, in 
conjunction with multipublish facilities, provide 
a framework for supporting a wide range of sub­
scriber types. Subscriber types currently sup­
ported include HTTP pull and FTP push.

Edwards Fig 8

High Availability Architecture
Monterey has been designed to take full advan­
tage of the High Availability Architecture (Fig­
ure 8) that has been put in place at the beeb.com 
web server farm.

Data layer
Resilience at the data layer is provided via Ora­
cle replication across two mirrored servers. A 
detailed discussion of this service is beyond the 
scope of this paper; suffice to say that the archi­
tecture guarantees an extremely reliable, high- 
performance platform for the Monterey VFS.

Application Server layer
Resilience at the application layer is achieved by 
using multiple application servers in conjunction 
with an intelligent router. Thin client requests 
are distributed across application servers by an 
intelligent router [Dyer, 98], The router may use

a range of load-balancing algorithms, for exam­
ple "round robin" or packet latency.

Application servers communicate with the Data 
Server using a variety of protocols, including 
JDBC and HTTP.

The Monterey design also fits in very closely with 
the high availability architecture put in place for 
the beeb.com Internet presence. The application 
layer operates mainly in pull-mode, which allows 
applications servers to be brought on- and off­
line (for load balancing and maintenance) with­
out incurring service outage or synchronisation 
problems.

Intelligent cache
In addition to static web pages, most modern web 
sites have a large volume of rapidly changing 
dynam ic content, for exam ple search results, 
personalization and news.

Every time a page is built dynamically, a program 
must be executed on the web server. Usually the 
program runs a query to retrieve some information 
from a database, then decorates this content with 
HTML and finally sends the completed page back 
to the client web browser. Creating pages dy­

30 ICL Systems Journal Spring 1999



namically (via CGI, or servlets, etc.) places far 
more strain on the web server than serving static 
pages, which use highly optimized code to read 
and serve pages directly from file-system or 
memory. In fact, the performance characteristics 
of static versus dynamic page generation may 
differ by at least an order of magnitude, some­
times much more. This characteristic naturally 
reflects on the number of concurrent requests a 
given hardware platform can support.

Sometimes, every dynamically generated page is 
truly unique, for example, search results. In such 
cases, the only way to improve performance is to 
upgrade hardware or fine tune the algorithms 
and architecture employed. However, many ap­
parently unique dynamic pages are nowhere near 
as singular as they look.

One example is the beeb.com Radio Times active 
channel page that displays "now and next" 
schedules for a range of channels and regions, 
based on the current time. On the face of it, this 
would appear to be a fairly dynamic page. How­
ever, the schedule timings only operate on a 
granularity of five minutes, whereas the page 
may be requested many thousands of times in 
that period. Therefore, a computationally expen­
sive program is running thousands of times in a 
five-minute period, when it only needs to run 
once. This observation is of particular significance 
to Monterey, as all content is effectively dynamic.

The obvious solution to this problem is to use a 
cache. A cache is a fast temporary store for fre­
quently used data. In the case of the Radio Times 
problem, a cache would be used to store the re­
sult of the first request to the dynamic page gen­
erator; subsequent requests would then be served 
from the cache. Once the cached results become 
invalid (i.e. at the beginning of a new five minute 
period) the contents of the cache would be re­
tired and the dynamic page generator re-run. The 
fastest cache implementation would be to store 
the pages directly in memory. However, a cache 
is beneficial provided it can operate more effi­
ciently than that which it replaces, so a file based 
cache would also be effective.

Proxy web servers provide some basic cache func­
tionality and are extremely useful in reducing the 
amount of end-to-end traffic required to service 
a request. However, proxy servers only work 
well with static requests since they can only re­

tire content (that is, remove it from the cache) 
using a fairly basic set of rules, such as age or 
absolute time. More complex expiry require­
ments, such as those described in the Radio Times 
example, would not be possible.

The dynamic caching architecture is similar to a 
proxy server in that it can prevent the end-to-end 
generation and transmission of content for each 
and every request. However, unlike a proxy 
server, each application server running the intel­
ligent cache is able to share some of the process­
ing load.

A proxy server is only able to match requests with 
previously cached content if the request pattern 
matches fairly closely, if not exactly, with the 
cache key. By sharing processing load, and pro­
viding access to back-end services, the server ar­
chitecture is able to use request signature deriva­
tives to key into cache content. For example, in 
the case of a Radio Times TV listing, the server 
uses the postcode cookie to determine the televi­
sion region, then uses this as a cache key.

Standards
The considered use of standards-based technolo­
gies within Monterey promotes the re-use of third 
party design decisions and implementations.

The use of standards offsets the risk inherent in 
building (rather than buying) an application, by 
promoting inter-operability both present and fu­
ture. It also provides free off-the-shelf design 
decisions and, in the case of Java, a wide-range 
of ready-made implementations as well.

Some contemporary web standards, for example 
XSL and XLINK were considered to be too un­
stable to incorporate into the first version of the 
Monterey system. However, the underlying ar­
chitecture is capable of incorporating these tech­
nologies once they become stable.

The current range of XML-based technologies— 
some still just at draft status—may indeed even­
tually provide a solution, but they are still in flux 
and are not yet capable of providing an integrated 
content production environment.

Pilot work is currently underw ay which uses 
CPML templates as XML-aggregators, for subse­
quent rendering via an XSL stylesheet processor.
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Technology Benefits

V irtu a l F ilesys tem Provides an en h an ced  file s y s te m  m e ta p h o r

based  on e n te rp r is e -c la s s  s to ra g e  (0 r a c le 8 )

CPML P ro m o te s  c o m p o n e n t re -use,

w hile re ta in in g  m uch o f H T M L ’s s im p lic ity

S tan d ard  th in  c lie n t serv ices S u p p o rts  re m o te , c ro s s -p la tfo rm  o p e ra tio n  w ith  

re du ced  s u p p o rt c o s ts  and b e t te r  sca lab ility

O pen  s ta n d ard s R educes o ngo ing  d e v e lo p m e n t e f fo r t  and p ro m o te s  

in te ro p e ra b ility , b o th  now  and in th e  fu tu re

F irs t-c lass  in te rfa c e L e v e ra g e s  in fra s tru c tu re  and d e v e lo p m e n t  

in v e s tm e n t across th e  o rg an is a tio n

Table 2: Technology Summary

This will allow Monterey to take full advantage 
of stylesheet technology, while retaining the ben­
efits of a cross-platform, component based archi­
tecture with integrated content storage facilities.

Technology summary
Table 2 lists the principal technologies used in 
Monterey, together with the benefits gained.

Summary and Future Developments
Monterey has been developed to satisfy the pro­
duction requirements of an entertainment web 
site. It is a third generation system at beeb.com 
and draws on the extensive experience of the Pro­
duction and Applications Programming teams. 
The system now at version 2 has been in devel­
opment since February 1998 by two members of 
the Applications Programming Team.

DSDM has been applied in the latter stages of 
the project to ensure tight integration of system 
features with business and the users needs. A 
regular roll-out of releases to coincide w ith 
Webzine launches has ensured the system has 
delivered early benefit to the production teams 
and has kept track of business and the users' 
changing requirements.

Version 2 is currently being rolled-out across the 
entire beeb.com production process.

The architectural approach of Monterey has been 
to avoid re-inventing any wheels by being highly

modular and seeking to integrate and add value 
to third party systems. Public domain standards 
have been used with proprietary interfaces be­
ing used only when necessary. This has reduced 
the overall time and cost of development and 
ensured that the system can evolve apace as the 
industry innovates. This should allow Monterey 
to grow easily and continue to meet the demands 
of beeb.com without becoming a legacy system!

We are still in the early days of the medium and 
there currently are only a few commercial prod­
ucts in this area. These products only address 
highly structured news style production and do 
not have the flexibility for the diverse needs of 
an entertainment site.

Monterey is increasing the p ro d u c tiv ity  of 
beeb.com production staff while driving down the 
cost to produce each web page and reducing time 
to market.

The next version of Monterey is now being de­
veloped. The main areas of work are:

• Content Syndication—possibly based on the 
W3C ICE (Internet Content Exchange) sub­
mission

• Extended access control and security to add 
workflow and allow contributors external to 
beeb.com to use the system

• Support for 'high availability' in the Monterey 
application itself and in the deployment of 
content to multiple content servers
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• Ongoing performance and usability improve­
ments based on a rapidly growing user popu­
lation.

Future developments may include:

• A new user interface built completely in 
Monterey templates

• Full support for XML (extended Mark-up 
Language) and XSL (XML style sheets)

• Migration of the Virtual File System to the 
Oracle IFS (Internet File System) or an XML 
data server.
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Cochise-2: An Integration Solution Kit for
TPMS Applications

Michael Royster

ICL, Manchester, UK

Abstract
Over the past 20 years huge investments have been made by organisations in the development of 
applications based on ICL's VME mainframe operating system and associated Transaction Process­
ing Management System (TPMS). Having made these investments organisations are now looking 
to leverage this when building new business solutions. Today these solutions are typically built on, 
or utilize, Microsoft technology. Cochise-2 provides a solution toolkit to allow a TPMS application 
to be accessed easily and exploited from within a Microsoft Windows based environment.

This paper provides an overview of Cochise-2 and includes a description of the problems it is ad­
dressing, application scenarios and deployment. The Cochise programming model is also intro­
duced.

Cochise-2 was highly recommended in its entry to the 1998 ICL Innovation awards.

Introduction
Organisations world-wide are looking at better 
ways to leverage major existing applications and 
to incorporate new technology. Replacing or re­
engineering major applications are not viewed 
as cost effective and integration has been proved 
as the best strategy for addressing this problem. 
Microsoft is firmly established as the world's 
leading software supplier and is continually pro­
viding pervasive new technologies which organi­
sations wish to exploit. ICL's VME customers are 
no exception to this global trend and they too are 
looking for ways of leveraging their existing in­
vestments in VME when building today's busi­
ness solutions.

The majority of VME mainframe applications 
which were developed using TPMS provided a 
complete environment within the VME operat­
ing system for managing transaction processing 
from on-line terminals. Cochise-2 provides the 
ability to access TPMS applications and incorpo­
rate them in today's business solutions built upon 
Windows DNA, Microsoft's architectural frame­
work for building modern, scalable, multi-tier 
distributed computing solutions.

Using Cochise-2 from within the Windows DNA 
framework, it is possible to access a VME appli­
cation in a m anner identical to accessing any

other data or application through the unified ac­
cess mechanism of the Component Object Model 
(COM). Cochise-2 requires no changes to the 
existing VME TPMS application and allows cus­
tomers to consolidate their development skills in 
the Microsoft Windows skill-set. For example, a 
developer with the relevant skills to access a da­
tabase could now integrate with a TPMS appli­
cation with no further training.

Cochise-2 was developed from the original 
Cochise product that provided Web Browser ac­
cess to TPMS applications over the In tranet/ 
Internet using Java based technology. The origi­
nal Cochise Java source code underwent very lim­
ited changes during the development of Cochise- 
2; the development essentially consisting of pro­
viding a sophisticated COM wrapper around ex­
isting functionality.

Business Scenarios
Business Problems
In today's business environment just a few of the 
problems faced by IT departments are:

Software is providing competitive advantages
• need to develop systems quickly and incre­

mentally
• need to protect business assets (knowledge)
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Requirements change rapidly
• need applications which can be modified in­

crementally
• need code which can be reused easily

New applications are demanding
• highly distributed (WAN Internet)
• potentially millions of (unknown) users
• connections are non permanent, low speed
• connect multiple data sources

Developers are expensive
• demand exceeds supply
• need to leverage existing skills
• need to focus on business problem not plumbing

Computing environment is heterogeneous
• existing hardw are/so ftw are  investm ents 

must be leveraged.

The Solution Framework
Microsoft's Windows DNA provides a generic 
framework which can be used to address these 
problems and provides the flexibility to build or 
buy software solutions which can be integrated 
easily with existing PC and mainframe comput­
ing investments.

Cochise-2 is fully aligned with Windows DNA 
(Distributed interNet Applications Architecture) 
and provides the component within the frame­
work for the integration of existing VME TPMS 
mainframe applications in today's business so­
lutions. Using Cochise to integrate VME TPMS 
applications requires no changes to the main­
frame application and allows you to leverage 
your existing VME hardware and software in­
vestments.

Windows DNA
The Microsoft W indows Distributed interNet 
Applications Architecture is an architectural 
framework for building modern, scalable, multi­
tier distributed computing solutions which can 
be delivered over any network. Windows DNA 
provides a unified architecture which integrates 
the worlds of client/server and Web-based ap­
plication development (see Figure 1).

Windows DNA addresses requirements at all tiers 
of modern distributed applications: user interface 
and navigation, business process, and storage. 
Like the familiar PC environm ent, W indows

Figure 1: Windows DNA Architecture

DNA enables developers to. build tightly inte­
grated applications by accessing a rich set of ap­
plication services in the Windows platform us­
ing a wide range of familiar tools. These serv­
ices are exposed in a unified way through the 
Component Object Model (COM).
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Figure 2: Windows DNA Services

Windows DNA provides a road-map for creat­
ing successful solutions which build on existing 
computing investments and take them into the 
future. Using Windows DNA, any developer will 
be able to build or extend existing applications 
to combine the power and richness of the PC, the 
robustness of client/server computing and the 
universal reach and global communications ca­
pabilities of the Internet (see Figure 2).

The Cochise integration solution kit comprises 
the following components.

Enterprise Application Objects (EAO)
Enterprise Application Objects (EAO) allow you 
to develop applications which access and ma­
nipulate TPMS applications running on a main­
frame. The Enterprise Application Objects pro­
vide an object representation of a mainframe ap­
plication allowing it to be driven programmati­
cally. As Microsoft COM interfaces, the EAO
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objects can be used easily from any application 
development environment that supports COM. 
e.g. Microsoft Office, Visual Basic, Visual C++, 
Visual J++ and Delphi.

Enterprise Application Control (EAC)
The Enterprise Application Control provides the 
mechanism to deploy easily a mainframe appli­
cation's existing user interface within a Microsoft 
Windows environment. The Enterprise Appli­
cation Control can be considered as a terminal 
emulator ActiveX control, supporting the ICL 
7561 and FORMS terminal protocols.

The EAC is built on top of EAO, and provides a 
highly flexible architecture. Using the two com­
ponents in conjunction, the presentation of an 
application can be incrementally migrated from 
its original character based interface to a new user 
interface using industry standard tools. For ex­
ample a new user interface could be provided for 
the most commonly used TP screens while retain­
ing the existing interface for the remainder.

Supporting the ICL FORMS terminal protocol al­
lows the EAC to act as an alternative to the ICL 
FORMS client application. ICL FORMS provided 
a tool set for defining a GUI to a mainframe ap­
plication accessed through a FORMS client ap­
plication. FORMS client was only supported as 
a 16-bit Microsoft Windows application with no 
plans to offer 32-bit support. The EAC and 
Cochise-2 provide the strategic 32-bit replace­
ment of the FORMS client.

Cochise HTML Generator
The Cochise HTML generator provides a mecha­
nism to provide easy access to a TPMS applica­
tion over the Internet/Intranet using a standard 
Web Browser. The TPMS application is simply 
presented to the user as a series of HTML forms.

The HTML generator uses standard Microsoft 
Active Server Pages to generate the HTML and 
process the HTTP requests. Like the EAC the 
HTML generator is built upon the foundation of 
the EAO library. In essence the current main­
frame screen, as held by EAO, is converted to 
HTML and delivered to the browser. After the 
user has completed the form the subsequent 
HTTP request is then mapped to the EAO repre­
sentation and the data passed back to the main­
frame. As was the case with the EAC, using this 
architecture you can incrementally migrate the

presentation of an application from its original 
character based interface to a richer web based 
interface using industry standard tools.

Cochise Java Applet
The Cochise Java applet provides high perform­
ance Web Browser access to TPMS applications 
over the Internet or corporate Intranet. It ena­
bles organisations to exploit the internet for busi­
ness trading, for example, opening up core ap­
plications to external 'customers', whilst helping 
to reduce the internal cost of ownership of desk­
top computing. The Cochise Java Applet is basi­
cally a Java terminal emulator supporting the ICL 
7561 and ICL FORMS terminal protocols and has 
the capability as provided by Cochise release 1.

Cochise Server
The Cochise Server manages the connection with 
the mainframe and provides a concentrator ca­
pability for Cochise clients; i.e., users of EAO, 
EAC, or the Cochise Java applet. In addition to 
this 3-tier architecture, you can deploy the 
Cochise Server in a traditional 2-tier model by 
installing it on the same platform as the EAO or 
EAC client. The Cochise server also incorporates 
an administration facility for configuring and 
managing the server.

Figure 3 illustrates how the respective compo­
nents forming the Cochise Solution Kit relate to 
each other and the Windows DNA architecture. 
The figure shows the user interface linking di­
rectly to EAO for illustration purposes. How­
ever in a typical application architecture the user 
interface components would access business ob­
jects which in turn utilize EAO.

Cochise Solutions
The following sections outline some of the po­
tential business solutions in which Cochise-2 
could be used.

Application Re-engineering
Using Cochise's Enterprise Application Objects 
(EAO), core applications can be retained on the 
mainframe, with all the benefits this brings with 
respect to availability, security and reliability, and 
yet be able to exploit the benefits of the Microsoft 
Windows interface for data presentation. With 
no modifications to the mainframe application, 
the user interface can be re-engineered using the 
industry standard development tool of choice,
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Figure 3: Cochise Integration Solution Kit relationship to DNA

parts. U tilizing M icrosoft's 
com ponent backbone, COM, 
Cochise's EAO allows users to 
encapsulate existing applica­
tion's functionality into busi­
ness objects. These business 
objects can then be assembled 
into flexible business solutions 
that can easily be adapted to 
rapidly changing requirements.

Although Cochise does not sup­
port transaction co-ordination 
w ith TPMS, business objects 
b u ilt u sing  EAO w ith in  
Microsoft's Transaction Server 
(MTS) can still be deployed to 
take ad v an tag e  of MTS's 
"roles", component packaging 
and pooling of database con­
nections.

such as Microsoft Visual Basic, Visual C++, and 
Borland Delphi.

Unlike many solutions Cochise does not require 
"big bang" application re-engineering but allows 
the user to re-engineer applications incrementally. 
Using the Enterprise Application Control (EAC), 
in conjunction with EAO, an application's pres­
entation can be migrated incrementally. For ex­
ample, a new user interface could be provided 
for the most commonly used TP screens while 
retaining the existing interface for the remainder.

Enabling Global Reach
Cochise provides the capability of creating solu­
tions that fully exploit the global reach and "on 
dem and" com m unication capabilities of the 
Internet, while preserving existing investments 
in applications and data.

Using EAO in conjunction with Microsoft's Ac­
tive Server Pages (ASP) an application's reach can 
be extended via the Internet. For example, exter­
nal, and potentially unknown, users can take ad­
vantage of the functionality of an existing main­
frame application through a modern browser in­
terface.

Building a Component Architecture
Many organisations are now seeing the benefits 
of adopting a component architecture and assem­
bling their business applications from component

Productivity Improvements
Using the power of COM and the simplicity of 
the EAO object model, end-user productivity im­
provements can easily be made.

Repetitive end-user interactions with a main­
frame application can be automated using any 
scripting environment which supports COM, for 
example, Visual Basic for Applications (VBA), 
supported by Microsoft Office, or the Windows 
Scripting Host.

Terminal Emulator Replacement
Cochise-2 removes the need to deploy existing 
ICL 7561 (or ICL FORMS Client) terminal emu­
lators across an organisation. Using the Enter­
prise Application Control (EAC), mainframe ac­
cess capability can be embedded within other 
"line of business" applications. For example, 
users, who typically use Microsoft Excel as their 
main business application, can gain mainframe 
access without having to leave Excel to invoke a 
separate terminal emulator application.

Alternatively, the Cochise Java Applet could be 
deployed as a Terminal emulator replacement.

Web Browser Access to enterprise 
applications
Cochise-2 also provides high performance Web 
Browser access to enterprise applications over the 
internet or corporate intranet.
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Typical PC support and maintenance costs far 
outweigh initial purchase costs. It is therefore 
not surprising that there is such interest in the 
new c lien t/se rver com puting m odels based 
around platform independent Java applications 
and Network Computer (NC) access devices.

Written in Java, Cochise gives the greatest flex­
ibility for choosing which client platform to use, 
from ultra thin NCs to Java Virtual Machines run­
ning on Windows PCs or UNIX workstations.

Combining 'thin clients' with a centralized ap­
proach to administration and management leads 
to significant reductions in the cost of ownership.

The client Java applet is held centrally and dy­
namically downloaded to the client device upon 
connection. This ensures that there is only ever 
one version in use and removes the need for 
costly software distribution and management.

Application Scenarios
The exam ples below show how an existing 
"Green Screen" TP application can be left com­
pletely unchanged and incorporated in a new 
business solution utilizing the Enterprise Appli­
cation  Objects. A num ber of app lica tion  
architectures are illustrated:

• Microsoft Windows Client
• Internet and Intranet Client/Server
• Component Architecture
• Microsoft Office Integration.

In illustrating how EAO can be used in each of 
these application environments a mythical insur­
ance company's motor vehicle insurance quota­
tion application will be used. This standard 
TPMS application provides insurance quotations 
where a user supplies, through a series of data 
entry screens, details of the driver and vehicle to 
be insured and the output is a quotation for in­
surance. Figure 4 illustrates one of the "green 
screen" data entry forms capturing details of the 
vehicle to be insured.

Microsoft Windows Client
The following illustrates how the Enterprise Ap­
plication Objects can be used in the environment 
of our mythical insurance company, Ambassador 
Insurance. Ambassador Insurance has decided to

update the user interface of the vehicle insurance 
quotation application. The company wishes to 
retain the data storage and insurance calculation 
engine on the mainframe but exploit Visual Ba­
sic for the presentation. Using EAO they are able 
to develop a brand new user interface illustrated 
in Figure 5, which is integrated with their exist­
ing mainframe application.

Internet and Intranet Client/Server
W hen dep loy ing  an In tran e t ("beh ind  the 
firewall") or Internet application via Microsoft 
Internet Information Server 4.0 (IIS) EAO from 
an Active Server Page (ASP) can be used with 
either Microsoft Visual Basic, Scripting Edition 
(VBScript), or JScript(tm).

To illustrate how the Enterprise Application Ob­
jects are used in an Internet environment our 
mythical insurance company has decided to of­
fer a motor insurance quotation service on the 
Internet. Using a series of Active Server Pages 
that utilize EAO, our insurance company is able 
to build its Internet quotation service. Figure 6 
illustrates the view of the service the customer 
would see.

Component Architecture
To illustrate how EAO can be used to build busi­
ness objects to underpin a component architec­
ture, our mythical insurance company could de­
velop a higher level Insurance Quotation object. 
This same object could then be used in both the 
Visual Basic application and within the Active 
Server Pages.

Microsoft Office Integration
EAO can be driven from Visual Basic for Appli­
cations (VBA), the standard macro language of 
Microsoft Office, allowing simple integration be­
tween a Microsoft Office application and a main­
frame application. For example, just a few of the 
potential benefits of the integration for our mythi­
cal insurance company are:

• Populating a Microsoft Word document with 
data from a mainframe application, for exam­
ple, generating quotation confirmation letters

• Invoking the mainframe application based on 
a cell changing in a spreadsheet. For exam­
ple, our insurance company uses an Excel 
spreadsheet to compare its prices with that 
of its competitors and, using triggers in the
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Figure 4: Existing Application Data 
Entry Screen (QUOTE005)

Figure 5: New Quotation 
Application

Figure 6: New Internet Application
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spreadsheet, is automatically able to adjust its 
prices held in the mainframe application.

Flexible Deployment
Cochise provides a flexible deployment model 
and can be deployed in either a 3-tier or tradi­
tional 2-tier architecture. The choice of deploy­
ment model depends on a number of factors, in­
cluding:

• The number of supported users
• The client and server hardware specifications
• Integration requirements.

2-tier
Cochise can be deployed in a traditional 2-tier 
architecture with EAO/EAC and Cochise Server 
installed on the client system (see Figure 7a). A 
disadvantage of this deployment is that integra­
tion is difficult because any components, e.g. 
postcode checking software, must be deployed 
on each client machine.

Figure 7a: 2-tier architecture

3-tier
Through the flexibility of COM Cochise can be 
deployed in a variety of 3-tier deployments (see 
Figure 7b).

Figure 7b: 2-tier architecture

EAO/EAC could be on the client and the Cochise 
server kept on a server. This deployment has the 
advan tage  tha t the EAO uses the efficient 
changed field protocol when talking to the server. 
However, this architecture also makes integra­
tion more difficult as the EAO is installed on each 
client.

Using DCOM
Another alternative is to move the EAO object to 
the server and drive it directly from the client.

This makes integration simpler. However, there 
would be an increased cost in the num ber of 
DCOM calls between the client and server due 
to the simple nature of the interface (Figure 7c). 
One final deployment is the MTS model using 
business objects (see Figure 7d). This reduces the 
COM traffic between the client and the server.

Figure 7c: DCOM

There are other possible configurations involv­
ing Business objects in MTS using a Cochise 
server on a separate machine.

Figure 7d: MTS model using business objects

Enterprise Application Objects
The prim ary component within the Cochise-2 
solution kit is the Enterprise Application Objects 
(EAO). These objects allow you to drive a TPMS 
application through a Component Object Model 
(COM) interface.

EAO Features
EAO supports key features for building applica­
tions that require integration with an existing 
mainframe application, including the following:

• COM based interface, providing integration 
of TPMS applications within any environ­
ment supporting COM

• Utilization of an efficient Change Field Pro­
tocol based connection, reducing the network 
traffic between the client application and the 
mainframe1

1 For FORMS services the changed field protocol is used from 
the client all the way through to the mainframe, in the case 
of 7561 services the change field protocol is used between 
the client and Cochise Server.
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• Supports validation of data at the client us­
ing validation rules defined by the mainframe 
application, reducing mainframe interactions

• Supports Synchronous and Asynchronous 
event based programming models.

EAO Object Model
The EAO object model is sim ilar in style to 
Microsoft(r) ActiveX(tm) Data Objects (ADO). 
This similarity is deliberate to allow any user fa­
miliar with ADO to exploit EAO quickly. The 
only externally creatable object is the Connection 
object, all the other objects are accessed through 
the hierarchy (see Figure 8).

Figure 8: EAO Object Model

The primary objects in the EAO object model are
as follows.

Connection: Maintains connection information 
with the mainframe TP Service.

Screen: A represen tation  of the current
"screen" in the mainframe applica­
tion. This object provides a repre­
sentation of the "screen" which us­
ers of an application would see if 
they were accessing the application 
from a terminal or were a FORMS 
client. Using the methods and prop­
erties you can drive the mainframe 
application from a program.

Field: Contains information about a single
data entry field on a screen. The 
Screen object includes a collection 
containing all the fields on the 
screen.

Caption: Contains information about a single
piece of b ackg round  text on a 
screen. The screen object includes a 
collection containing all the captions 
on the screen.

Error: Contains extended error informa­
tion about an error condition.

ValidValue, ValidRange, and ValidationCode:
Contains information regarding the 
validation rules that apply to a field. 
A field object includes a collection 
of validation rule which apply to it. 
These ru les are su p p o rted  for 
FORMS applications only.

Each of these objects supports a set of properties 
and methods with which you can use to manipu­
late the object and its content. The primary EAO 
object is the Screen which represents the current 
screen in the application. Figure 9 illustrates how 
the screen object's Name property and Fields and 
Captions collection are populated based on the 
underlying "green screen".

Using the EAO Objects
To use the EAO objects to access an existing main­
frame application you simply perform the follow­
ing tasks.

1. Create an EAO Connection object.
2. Open a connection to the required mainframe 

app lication  using  the O p en C onnec tion  
method on the Connection object.

3. On the successful opening of a connection a 
Screen object is created which represents the 
1st screen, typically a login screen. Using the 
Screen object you can:
• Retrieve background text from the Cap­

tions collection
• Set field values using the Fields collection
• Send data back to the mainframe using 

the Send method.
4. Repeat the above for the next screen.
5. Close the Connection using the CloseCon- 

nection method.

EAO in action is illustrated on the next page (Fig­
ure 10) where the sample Visual Basic code is 
listed for connecting to a TPMS application, navi­
gating through an initial menu and entering a ve­
hicle's details into the data entry form introduced 
in Figure 4.
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Figure 9: Screen object illustration

P u b l i c  S u b  E A O E x a m p le ( )

D im  c n n l  A s  IC L E A O . C o n n e c t io n  
'  O p e n  c o n n e c t i o n
S e t  c n n l  =  N ew  IC L E A O .C o n n e c t io n  
C n n l . O p e n C o n n e c t io n  " S e r v e r = g a l a x y ;

P o r t = 5 0 0 4 ; "

'  A s s u m in g  i n i t i a l  s c r e e n  i s  M E N U 0 0 1 ,
'  s e l e c t  t h e  i n s u r a n c e  q u o t a t i o n  
'  o p t i o n ,  11 '

c n n l . S c r e e n . F i e l d s ( l ) . v a l u e  =  1

'  S e n d  D a t a  t o  t h e  m a in f r a m e ,  t h i s  
' c a l l  u s e s  t h e  d e f a u l t  p a r a m e t e r s  
'  w h ic h  e q u a t e  t o  t h e  e q u i v a l e n t  
'  o f  t h e  S e n d  k e y  b e i n g  p r e s s e d ,  
c n n l . S c r e e n . S e n d

' D i s p l a y  d e t a i l s  o f  t h e  n e x t  s c r e e n  
'  r e c e i v e d
D e b u g . P r i n t  " C u r r e n t  S c r e e n : "  & c n n l .

S c r e e n .N a m e
c n n l . S c r e e n . F i e l d s  ( " M a n u f a c t u r e r " ) =

" F o r d "
c n n l . S c r e e n . F i e l d s  ( " M o d e l " ) = " F i e s t a "  
c n n l . S c r e e n . F i e l d s  ( " E n g in e  S i z e " )  =

" 1 1 0 0 "

c n n l . S c r e e n . F i e l d s  ( " B o d y  T y p e " )  =
" H a t c h "

c n n l . S c r e e n . F i e l d s  ( " R e g i s t r a t i o n  N o " )
= " L 5 1 9 R M P "

c n n l . S c r e e n . F i e l d s  ( " D a t e  R e g i s t e r e d " )
= " 1 0 / 1 0 / 1 9 9 4 "

c n n l . S c r e e n . F i e l d s  ( " C o l o u r " ) =  " R e d "

'  S e n d  t h e  d a t a  
c n n l . S c r e e n . S e n d

' C lo s e  t h e  c o n n e c t i o n  

c n n l . C l o s e C o n n e c t i o n  

E n d  S u b

Figure 10: EAO code example

Enterprise Application Control (EAC)
The Enterprise Application Control can be con­
sidered as a terminal emulator ActiveX control, 
supporting the ICL 7561 and FORMS terminal 
protocols. In line with Windows DNA Cochise-2 
separates the presentation from data with the 
EAC and EAO. EAO provides the access to the 
data while the EAC provides a presentation of 
that data. The EAC is built upon EAO with it 
providing a "data stream" which is then pre­
sented using EAC.

To use the EAC in a business solution, the appli­
cation is connected using EAO, as described 
above, and then the EAC's EAOSource property 
is set to this object. The current screen will then 
be presented in the control. With this flexible ap­
proach mainframe interactions can easily be 
scripted and new functionality built to surround 
an existing application.

To illustrate how the EAC can be used in con­
junction with the EAO, Figure 11 shows the sam­
ple Visual Basic code for connecting to a TPMS 
application with EAO and presenting the appli­
cation's character interface through the EAC. The 
code also illustrates how individual screens can 
be intercepted with EAO's NewScreen event.

Screen Scraping with a difference
Cochise-2 incorporates a number of unique fea­
tures when compared to other "screen scraping" 
technologies available from ICL and other ven­
dors. These features include:
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P r i v a t e  W i t h E v e n t s  c n n l  a s  IC L E A O
. C o n n e c t io n

P u b l i c  S u b  F o rm  L o a d
S e t  c n n l  = N ew  IC L E A O . C o n n e c t io n  

E n d  S u b

P u b l i c  S u b  C o n n e c t B u t t o n _ C l i c k ( )

c n n l . C o n n e c t i o n s t r i n g  = "S E R V E R =
p a u l l ; P O R T = 5 0 0 0 "  

c n n l . C o n n e c t i o n T i m e o u t  = 3 0  
c n n l . S e n d O p t io n s  = e a o S e n d A S y n c h  
c n n l . O p e n C o n n e c t io n

'  P a s s  t h e  o p e n  c o n n e c t i o n  t o  t h e  
'  i n v i s i b l e  c o n t r o l  e a c l .E A O S o u r c e  =

c n n l
e a c l . S h o w  = T r u e  

E n d  S u b

P u b l i c  S u b  D i s c o n n e c t B u t t o n _ C l i c k ( ) 
c n n l . C l o s e  

E n d  S u b

'  T h e  A p p l i c a t i o n  g e t s  t h i s  e v e n t  f r o m  
'  t h e  E n t e r p r i s e  A p p l i c a t i o n  O b j e c t  

'  b e f o r e  t h e  c o n t r o l  g e t s  t h e  sam e  
'  e v e n t ,  s o  t h e  a p p l i c a t i o n  g e t s  a  
'  c h a n c e  t o  i n t e r v e n e  b e f o r e  t h e  
'  c o n t r o l  d i s p l a y s  t h e  n e w  s c r e e n .

P r i v a t e  S u b  c n n l_ N e w S c r e e n (  B y V a l  s t r
a s  S t r i n g )

'  A r e  w e c u r r e n t l y  s h o w in g  t h e  
'  c o n n e c t i o n  i n  t h e  c o n t r o l  
I f  E A C 1 . S ho w  = T r u e  t h e n

'  A b o u t  t o  d i s p l a y  s c r e e n  i n  
'  t h e  c o n t r o l  b u t  d o  w e w a n t  t o  
'  t a k e  o v e r  f r o m  t h e  c o n t r o l ?  
i f  c n n l . S c r e e n .N a m e  = M E N U 0 0 1 " )  

t h e n
'  T a k e  o v e r  t h e  r e n d i t i o n .
'  s w i t c h  t h e  c o n t r o l  t o  

'  i n v i s i b l e  
E A C l .S h o w  = F a l s e  

e n d i f  
e n d i f  

E n d  S u b

Figure 11: EAC code example

• The use of a "changed field protocol" reduc­
ing the network traffic to the mainframe

• The TPMS application can be accessed di­
rectly through COM making it immediately 
available within any environment supporting 
COM. With Cochise-2 there is no "compile" 
stage or code generation as is often the case 
with other "screen scraping" technologies

• The app lication  data  is m ade available 
through the high level EAO object model.

This representation of the data presents an 
abstract representation of the mainfram e 
"screen". This representation enables fields 
to be accessed via their relative position on 
the screen, e.g. Fields(l), or via a name de­
rived from any text to the left of the field, e.g. 
Fields("Surname"). This abstract representa­
tion provides an application using EAO with 
a higher level of resilience to any minor 
changes made to the screen layout in the fu­
ture. This is in contrast with many other simi­
lar "screen scraping" technologies which ex­
pose data through its exact location on the 
screen.

• No dependence on any third party terminal 
emulator.

Conclusions
Integration is proving to be the only viable ap­
proach to leverage major application functional­
ity and incorporate new technology. ICL's VME 
customers wish to maximize their existing invest­
ments in VME when building today's business 
solution. Cochise provides a powerful solution 
kit to allow them meet this challenge.

The Cochise integration approach has been en­
dorsed by ICL's leading customers, including 
EDS who have chosen Cochise for their Infra­
structure 2000 project for the Inland Revenue. 
This major project involving the rollout of a new 
Windows NT desktop across all the UK tax of­
fices.
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Engineering a Knowledge Utility: 
The National Grid for Learning

Chris Yapp

Information Society Programme

Abstract
It is frequently stated that Information and Communications Technologies (ICTs) are the key driv­
ers of the global economy. What this means, for the IT industries, is that the industry as a whole is 
now becoming involved in public policy matters on a scale not seen before. Indeed we believe that 
the success of ICL, the "big picture" of the emerging Global Information Society and the knowledge 
economy are increasingly interdependent.

What this means in practical terms is that we have to become proactive in public policy and not 
merely reactive to individual client requirements if we are to achieve our ambitions of "touching 
one billion individuals" through the services and solutions that we deliver to our clients.

This paper sets out to explain the development of the National Grid for Learning as an exemplar 
where ICL has been proactive in creating a new marketplace, enabled by technological develop­
ments, and where the interaction with public policy goals is critical to the overall success of the 
project.

Our experience to date leads us to believe that many of the concepts are potentially reusable. Also, 
it is quite critical that the engineering and technical communities are involved in developing these 
new concepts at an early stage, if we are to ensure that public policy is well informed, and at the 
same time that individual projects contribute to the successful implementation of the "big picture".

Background
Early in 1994, a small team was set up within ICL 
called Project VIEW, the Virtual Interactive Elec­
tronic World. The aim of this corporate think tank 
or "skunk works" was to try to understand what 
the implications of cheap pervasive communica­
tions would be on ICL businesses and to identify 
new opportunities for the ICL group that would 
be created by market discontinuities created by 
new developments in Information and Commu­
nications Technologies (ICTs).

It is quite remarkable to look back at the state of 
the general industry view of the future in 1994. 
Awareness and utilization of the internet outside 
the academic community was very low, CD-ROM 
titles were only just beginning to appear in both 
the consumer market place and in industry. In 
fact, the US view was that the Global Informa­
tion Superhighway was going to be built on the 
back of a "killer" application, Video-on-Demand.

A "high-level group", which included the CEO 
of ICL, was called together by Martin Bangemann 
[Bangemann, 1994], the European Commissioner 
for Industry, to respond to the American propos­
als for the superhighway. The resulting European 
approach differed from that of the US for some 
very important reasons.

The EU had a much higher unemployment rate 
than the USA and, in Europe, there was a belief 
that the new technologies were likely to be a net 
destroyer of jobs. The Bangemann group was it­
self an outcome of the seminal European white 
paper from Jacques Santer, "Europe, Competi­
tiveness and Jobs".

W here the USA focussed on the information 
superhighway, the European approach was to look 
at the information society.

In May 1994, the Bangemann report, "Europe and 
the Global Information Society", was released
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which outlined the key principles of public and 
private partnerships along with deregulation of 
telecommunications in Europe in order to foster 
enhanced european competitiveness as well as 
economic and social progress.

Some of our early analysis within VIEW was sup­
portive of the European approach. In particular, 
the Bangemann report highlighted the key role 
of education and training in making sure that the 
benefits of technological change were as widely 
d is trib u ted  as possib le in bo th  in d u stry  an d  
society.

In particular, the phrase Lifelong Learning 
emerged into the political language as the key 
enabler of a prosperous economy and a cohesive 
society. What was quite clear was that ICTs were 
both a cause of some of the problems outlined 
above and a potential solution to the delivery of 
education and training.

Translating political rhetoric and aspirations into 
solutions that could be scaled to become accessi­
ble in principle and practice to every citizen of 
the EU, while respecting national sovereignty, 
was a daunting task.

The approach taken by myself and my colleague, 
Malcolm Napier, reflected Malcolm's engineer­
ing background with the CEGB and my own in­
volvement with the MIT Sloan School of Man­
agem ent, "M anagem ent in the 1990s" p ro ­
gramme (MIT90s).

Not having a clear definition of requirements to 
which to respond made it clear that we would 
need to work from first principles. For me, the 
key lesson of MIT90s was that throwing technol­
ogy at an ill-defined problem could, and often 
would, make things worse. Two key questions 
emerged:

• What is the purpose of education and train­
ing?

• Why w ill/m ust it happen now?

The next section will outline the key features of 
the answer to these questions before looking at 
the approach to developing a policy framework 
within which Information and Communications 
Technologies (ICTs) could be deployed optimally 
to create a large-scale infrastructure to support 
education and training.

The Purposes of Education and Training

While talking to a large number of stakeholders 
in education and training I discovered a model 
proposed by Dr Oliver Sparrow as part of sce­
nario work being developed at Chatham House. 
He explained why education and training were 
rising up the political agenda around the world.

His ideas felt robust and helped translate some 
of the words into an economic framework. There 
were, he suggested three roles which created the 
potential for either a vicious or a virtuous circle, 
namely personal growth, social cohesion and eco­
nomic performance.

One of the tricky problems in this whole field is 
that everyone knows that education standards 
impact on economic performance, but trying to 
create a business case for education is very diffi­
cult. How, for instance, do you translate an in­
crease in the number of graduates into an increase 
in GNP?

If Oliver Sparrow's suggestions were accurate 
then a look at the cost in quality in identifying 
under-performance or non-conformance might 
hold the key to an approach to raising educational 
performance in an economically justifiable man­
ner.

UK benchmark data from various international 
sources suggests that there are exam ples of 
world-class practice in the UK in all sectors of 
education; in schools, colleges and universities 
as well as in industrial training. At the same time, 
the UK has a long history of under-performance 
in the lower 40%, notably that the number of 
adults with no qualifications is higher than in 
competitor nations.

The UK has had a long history of the use of IT in 
education at all levels and there are many exam­
ples of pilot projects and research reports that 
dem onstrate that, if used appropriately, ICTs 
could contribute to raised educational standards. 
The biggest issue that confronts policy makers is 
to convert pilot schemes into major roll-out pro­
grammes.

There are many examples of major social and eco­
nomic benefits that ICTs can bring, if the prob­
lems associated with the economics of national 
scalability an d  susta inab ility  can be solved.
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I would like to illustrate these by two examples, 
disabilities and crime.

First, children with disabilities have been shown 
in many pilot programmes to be able to overcome 
barriers to learning through the use of email, 
multimedia technologies and various specialist 
software and hardware. With new methods of 
working, it is no longer inevitable that many disa­
bled adults cannot work and contribute to soci­
ety or that they should be locked into low-skilled 
w ork (consider Stephen H aw king or David 
Blunkett!).

Second, early truancy is linked to criminal activ­
ity in the 'teen years. Even in areas of low educa­
tional attainment, our own trial at Bristol schools 
confirmed other research that ICTs in classrooms 
motivated learning. Also, there is a growing body 
of evidence that 40% or more of adults in prison 
have some form of learning difficulty. We do not 
know, but it is interesting to ponder that if IT were 
to be used to identify and support children's early 
learning, what the long-term effect on serious 
crime would be.

What all this illustrates is that potentially the eco­
nomic and social benefits of widespread adop­
tion of ICTs in education could be enormous. 
However, education has a reputation in many 
countries of being insular, conservative and re­
sistant to change. So addressing the question of 
why this upheaval would and should happen 
now is quite central to building a long-term busi­
ness in learning.

Fundamentally, I believe that there are two driving 
forces that make change inevitable, while the 
nature of the change is far from inevitable. These 
changes are the result of globalisation and the 
rapid obsolescence of knowledge.

First, technology is facilitating globalisation of 
economies and many industries. What is clear, 
looking  at the role of IT in su p p o rtin g  
globalisation over the next few decades, is that 
the economic logic of ICTs runs along the fol­
lowing lines.

People are for thinking, machines are for doing. 
If it can be "done" it can be automated. If it can 
be automated, in the global economy it can be 
done somewhere else more cheaply. This implies 
that, in the long term, for any major economy,

the only sustainable new work and jobs are those 
that rely on human creativity, innovation, design, 
flair, teamwork and personal service. Looking 
at manufacturing industry over the last two dec­
ades and projecting forward shows higher out­
put created by fewer workers. So the potential 
for increased worklessness without raising aspi­
rations for education and training is very high 
and potentially frightening.

At the same time we are witnessing what I would 
call a reduction in the "half-life of skills". In the 
aftermath of World War II, there was a long pe­
riod of stability in the global economy. Out of 
this came a linear life-cycle. In this model, an in­
dividual moved from education to training to 
work to retirement. There was a long period of 
near full employment and jobs for life existed for 
a considerable proportion of the population.

This started to break down in the late 1960s. The 
linear model of life was built on an assumption 
that a set of skills acquired in youth was suffi­
cient to build a lifetime of employment, with a 
limited amount of top up training throughout the 
working life. What we have witnessed in the last 
thirty years is increasingly rapid and discontinu­
ous change. Education and training throughout 
a working life is becoming a necessity for an in­
dividual to sustain employability. Life has be­
come more episodic and the linear model has 
been supplanted by a parallel life-cycle where life 
starts in education, moves to training, but then 
working life has to be juggled with education and 
training to sustain employability (Figure 1). In 
Europe the problem has been that we have seen 
a very high level of unemployment, with the un­
employed finding access to training difficult. At 
the same time, those in work have found work­
ing hours growing as well as increasing pressures 
for flexibility and multi-skilling in many, if not, 
all sectors of work. Those in employment have 
generally found access to training easier than 
those out of work, leading to a greater disparity 
in income across the skill spectrum, and this situ­
ation has been exacerbated by globalisation.

In some technical disciplines within industries 
concerned with ICTs, it could be argued that the 
half-life of technical skills is about eighteen 
months. It is notable that other industries, for 
example, biotechnologies are also going through 
a similar pattern of rapid obsolescence of knowl­
edge and skills.
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What I hope I have conveyed so far is a view of 
the policy issues and an agenda within which to 
seek a solution to applying technology to under­
pinning a modernized system of learning. What 
I will turn to now is the path to a solution.

The Information Utility
What I hope I have been able to illustrate so far is 
that ICTs are both a cause of and a potential solu­
tion to the changing structures of society, educa­
tion and work.

One of the consequences of this central role for 
ICTs is that those of us in the ICT industries need 
to become familiar with the language and detail 
of public policy. Perhaps I should stress that, 
unlike the IT industry, the telecommunications 
industries have, for a long time, been either state 
monopolies or regulated utilities in the private 
sector. The opening up of telecommunications 
has brought with it the advent of competition, 
but technological convergence has brought with 
it the issues of regulation and other public policy 
agendas to a largely free market IT industry.

What characterizes this change for those of us 
from the "computer industries" is that govern­
ments and agencies start to get concerned or in­
volved in a number of ways.

First, competition policy is affected by conver­
gence, knowing where to act to prevent market 
dominance and abuse. This in turn leads to con­

cern over universal service obligations. If these 
technologies are as wonderful and important as 
we claim, then this rapidly translates into a de­
mand for democratization of the technologies, a 
citizens entitlement to access and pricing regimes 
that underpin universal access. The flat rate post­
age service is an example of a universal service 
obligation.

Telecommunications companies and TV compa­
nies have also been regulated over the traffic they 
carry on such issues as taste and decency. One 
area where we have experience of regulation has 
been in the area of data protection and privacy. 
My own experience has been that this has been 
treated as a speciality within the IT sector. The 
changes that I have outlined above are likely to 
result in this broader public policy agenda be­
coming part of every day life in ICL and similar 
companies.

Practically, the real difference that this makes is 
that in the past we have tended to work from a 
single customer's view of requirements, or from 
a market segment, such as retail in-store systems. 
In the future the interaction between a client's 
requirements and this broader agenda is likely 
to grow and in some sectors become central to 
building an economic solution.

So, the question arises as to what the new con­
verged ICT industries, the internet and digital 
television are in public policy terms. The first 
time that we put our ideas on this into the public
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domain was in a submission to the House of 
Lords Select Committee on Science and Technol­
ogy for their enquiry into the Superhighway.

We suggested that the Internet could best be un­
derstood as a series of information utilities, shar­
ing a common infrastructure. Rather than see­
ing the Internet as a new phenomenon with no 
precedent, we argued that examination of utility 
industries, such as water, electricity, gas and tel­
ecommunications could provide us with a frame­
work for public and private sector interests to 
coexist.

In this section, I would like to describe briefly 
the concept of the information utility (Figure 2) 
and then look at the case that we have most fully 
developed, the knowledge utility, the national 
grid for learning.

Consider a situation in which we are trying to 
ensure universal access to the Internet in a coun­
try such as the UK. What is clear is that technol­
ogy is not the problem. The real issue is policy 
and its deployment.

For example, while ISDN is available now in the 
UK on a universal basis, broadband is not. The 
availability of say 2 Mb or 34 Mb networks to 
every home is many years off. The economics of 
laying fibre optic cables in rural areas, for in­
stance, is such that although urban areas are now 
largely cabled, much of the rest of the UK is not. 
Governments concerned about competition, pub­
lic-private partnerships etc. are struggling to find 
a balance between public and private sector in­
terests that will support an economic imperative 
for universal service. This remains a difficult task 
in all countries.

Even when we are working purely in the private 
sector, this will begin to affect us in my estima­
tion over the next five years. For example, con­
sider the widespread adoption of telephone bank­
ing. By exploiting the telephone in people's 
homes, it has been possible to re-engineer banks 
to use the underlying infrastructure and the 
growth of call-centres for consumer banking.

At some point, when an application is developed 
in the commercial sector which requires reliable 
bandwidth above ISDN capability, such as ADSL 
or above, then the economics of deployment of 
that application will be driven by the number of 
subscribers who have access to the underlying 
infrastructure.

There is, therefore, a potential win-win for gov­
ernment and industry if a stable framework for 
universal access can be achieved within a com­

petitive environment. Few pri­
vate sector companies would 
wish to see a universal service 
obligation mandated by govern­
ment without evidence of long­
term sustainability.

W hen, we switch on a light- 
switch, turn on the water tap, 
light the cooker, or pick up  a 
phone we are experiencing an 
on-dem and utility. We take 
these things for granted. What 
I would argue is that at some 
point in the near future eco­

nomic competitiveness and social cohesion will 
require that access to information services will 
be as familiar and as readily available as tradi­
tional utilities.

The Information Utility model is essentially a 
generalization of the other utility models. I be­
lieve that it is possible to analyse a utility in three 
broad components; the customer premises equip­
ment, the distribution network and the power 
stations. If these are clearly defined and the in­
terfaces between them understood, it is possible 
to integrate a wide variety of technologies over a 
long period of time and to allow for innovation 
in all three areas.

Consider the electricity utility model. When you 
flick a switch, you are unaware of whether the 
power is coming from oil, gas or coal fired power

Figure 2: The Information Utility M odel
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stations or indeed from nuclear or hydroelectric 
sources. On the internet, we are not sure if the 
server we are addressing is NT, Unix, Linux or, 
MacOS for instance. At the same time, if you plug 
your electric toothbrush into an electric socket, 
the fact that the system was not designed with 
this application in mind does not matter. For de­
signers of ICT solutions over the next decade, this 
level of transparency and integration will be the 
standard for which to aim.

From a policy perspective, governments know 
that it is possible to have competitive markets in 
equipment for each of the three components of 
the utility. For instance, there are markets for cus­
tomer premises equipment such as fires or ovens 
(electricity) or phones or faxes (telecomms).

In the case of the distribution network, the infor­
mation utility could use for instance telephone 
lines, fibre optics, the electric cables, satellite, 
microwave or point-to-point radio. The inter­
operability and integration of a variety of net­
worked technologies is more likely to achieve an 
economic model for universal broadband than 
any single techno logy  on any reasonab le  
timescale. Again, what is clear is that the design 
of solutions is going to be against a background 
of perm anent transition between underlying 
technologies.

I have already touched on the different power 
stations that exist in the world of the electric util­
ity. In the information utility, different power sta­
tions m ay  su p p o rt com m ercial app lications 
(e-commerce), on-line government, education 
and training, support for the voluntary sector just 
to name a few. This in turn leads to the policy 
framework that could create National Grids for 
Business, NGfB, National Grids for govern ­
ment, NGfG, a National grid for Learning, NGfL, 
and a National Grid for Giving or Charity, NGfC.

One of the clear trends in ICTs that we have wit­
nessed  over m any years is the increasing  
fuzziness of boundaries. Not long ago a bank 
was a bank and a shop was a shop, but ICTs have 
led to organizational drift. In the above models, 
the public library could easily become an access 
point for learning, government or economic ac­
tivity.

W hile each of the  th ree  com ponents can, in 
principle, support a competitive market in prod­

uct supply, I think that it also provides us with a 
model for analysing outsourcing or managed 
services in an information utility.

It is possible to provide managed premises, man­
aged netw orks or m anaged content services 
(power stations) as well as product supply to each 
of the three components. There are, I believe, 
three other service types.

There is the managed infrastructure, which is a 
service that covers both CPE and the network. 
The Internet Service Provider, ISP, provides a 
network and content services. There is also an 
end to end managed service, which is essentially 
a business process outsourcing activity.

This taxonomy of managed services needs to be 
tested more widely, but on discussion with cli­
ents in a variety of sectors, I believe it to be a use­
ful tool in developing a shared language about 
what is meant by managed service.

In turn, it can help us, and clients, to think crea­
tively about the fuzziness issue that I raised ear­
lier. One example that I have given on a number 
of occasions is an example of the post office coun­
ter. I could see, for instance, a pensioner with­
drawing her pension and ordering a book from 
the public library through a kiosk in the Post Of­
fice. The book would then be delivered, by the 
milkman, in the morning. In a rural area, this 
kind of co-operation or partnership could pro­
tect all three services.

I recognize that this is only the briefest of intro­
ductions to the concept of an information utility, 
but rather than stay at this level of abstraction, I 
wish to turn to the example where this has been 
most widely developed, the National Grid for 
Learning.

Community Learning Networks
I believe that the task of describing a system of 
education and training for the new millennium 
has to reflect the policy objectives that I have 
outlined earlier. I would summarize the core fea­
tures of a successful implementation, as follows:

1. The creation of a culture that recognizes the 
value of and invests in education and train­
ing on a lifelong basis
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2. Access to lifelong learning on a socially inclu­
sive basis

3. The content and services to support individual 
learners

4. A context for lifelong learning.

It is important to understand that learning is a 
social and a socializing process, not a technical 
experience. It is quite clear that sacking the teach­
ers, closing the schools and pum ping learning 
through PCs and digital TVs is not a sensible 
approach.

For this reason, connecting every school to the 
internet or a PC for every child may be a neces­
sary condition for providing an effective mod­
em  education system, but it is not a sufficient con­
dition. As I stated earlier, throwing technology 
at an ill-defined problem, can and often does 
make things worse. The challenge outlined by 
my four points above can best be described as 
re-engineering education to support lifelong 
learning.

The model that we could find that best fitted the 
aspirations described above was the Community 
Learning model. There are many examples of 
these in the literature and in different cultures 
around the world. The best-known phrase to 
encompass this model is now well-known in edu­
cational circles, "It takes a whole village to edu­
cate a child."

Some of the key characteristics of the new ICTs 
seemed potentially to offer ways of changing the 
economics of access to learning. Most notably, 
w hat w e have seen in o ther sectors of the 
economy, when impacted by ICTs, is that previ­
ously discrete parts of an organization become 
blurred and then different organizations' bounda­
ries overlap  u n till d ifferen t sectors of the 
economy overlap. The obvious example of this 
can be seen with cashback in supermarkets, solely 
a function of banks a short time ago.

If this is applied to a community learning net­
work, consider the following as examples that 
ICTs might facilitate.

In a rural area, an adult could study for a college 
course from a branch of a library. A teacher could 
access in-service training from a university from 
a school classroom. Employees of a small firm

that could not afford an in-house infrastructure 
for learning could access a course from a college 
using a local facility in a chamber of commerce.

In time, as the technologies mature and fall in 
price, it may be that universal access from the 
home will be practical. In the meantime, the pro­
vision of facilities in the community provide for 
a level of access that would enable learning to be 
brought to the learner through technology, rather 
than the learner having to go to the learning. 
What I have described is using the technology at 
the level of the community to provide a system 
of learning -on-demand. This is "Just-in-Time" 
(JIT) for learning.

The Knowledge Utility
If the core of the new system of learning is the 
community learning network, then scaling this 
up is the challenge. In ICL we started two major 
projects back in 1994 to gain experience that could 
help us shape our thinking on the new models. 
With the South Bristol Learning Network, SBLN, 
we started what has now become Cyberskills™ 
to look at how ICT skills could be raised among 
adults on a widespread base. At the time of writ­
ing we now have over fifty Cyberskills clients in 
a number of countries.

With BT, we invested in a project in Withywood 
schools in Bristol, Bristol Education on-line, 
BEON. From this, our first commercial service 
was developed on Merseyside.

We have now had a number of years experience 
in developing educational managed services for 
education of both children and adults. Our learn­
ing continues alongside the development of the 
business. Importantly, we used our experience 
and commitment in these projects, to approach 
all the UK political parties with our analysis as 
outlined above and were pro-active with politi­
cians and civil servants.

The concept of a knowledge utility is essentially 
outlined Figure 3. First, there are various learn­
ing premises, starting with schools, libraries and 
colleges. In time this will grow to cover other 
institutions. Some examples that we have seen 
in various tria ls  include football g rounds, 
cyberpubs and shopping centres. Ultimately 
home access will occur, but this institutional ap-
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proach at least offers the opportunity for every 
community to have access through shared facili­
ties in a reasonably short time-scale.

CPE DN PS

schools
colleges
libraries

satellite
fibre
radio

content
services

powerlines

Figure 3: Concept of a Knowledge Utility

To cope with the different economics and avail­
ability of networks, together with different band- 
w idths, degrees of required interactivity and 
deliverables, a variety of network technologies 
are being deployed. The base level for school 
access in the UK is currently ISDN, but the Tech­
nology Colleges Trust, for example, is running a 
2 Mb network to each school.

What is important however is not the infrastruc­
ture, but the range of educational power stations. 
What is envisaged for these is that a competitive 
market will be developed for educational content 
and services.

For educational content obvious examples would 
include on-line courseware, bulletin boards, on­
line encyclopaedias, on-line dictionaries, virtual 
visits and navigation software.

Among the services, I would include financial 
accounting, academic record keeping, assessment 
and testing, curriculum support and statistical 
reporting. This area deserves more space than I 
can give in this article. My own belief is that the 
current WWW is at best an information web, or a 
learning resources web, but turning it into a learn­
ing web is a major engineering and intellectual 
exercise. I

I foresee that some content will be free, some 
sponsored and some purely commercial. The best 
example that I can give from the utility sector is 
with telephone numbering. Consider the follow­
ing 01256 (caller pays) 0800 (free to caller) 0891

(premium payment) 0345 (local call to national 
network). Already we are seeing the concept of 
educational portals being discussed in a number 
of projects.

It is this latter part that is currently least devel­
oped. One of the keys to understanding the eco­
nomics of these new technologies for 'content' 
can best be summarized in an observation by 
David (Lord) Puttnam. He observed some years 
back that even if you made the best films in the 
world you were still dependent on American dis­
tribution networks. He noted that there was a 
vicious or virtuous circle, in that you could not 
afford the distribution infrastructure without ad­
equate quantity and quality of content. At the 
same time you could not afford the content if you 
did not have a large distribution network.

Compared w ith traditional learning resources 
such as books, the up-front costs of CD-ROMS 
and Web-sites are very high. When it comes to 
major museums and galleries for instance, vir­
tual access to major collections is very expensive. 
Some of the national museums in the UK for in­
stance have over 50 million items. Consider the 
cost and navigational issues of a site with 50 mil­
lion web pages! Add this to a population of 9 
m illion school ch ildren  in the UK w an tin g  
curricula access and the issues of design for 
scalability, extensibility and long-term viability 
are enormously critical.

In brief, I have outlined a policy framework at 
the national level that allows many projects to 
contribute "bottom up" to the creation of a na­
tional infrastructure. In the last section of this 
article, I will illustrate the UK government's ap­
proach to implementing the NGfL. For us in ICL 
the challenge is now to develop our own busi­
ness within this evolving policy framework. We 
are still involved in various ways in developing 
the policy framework, but it is now public prop­
erty and has a life of its own. Recently a number 
of other countries have shown interest in this 
policy framework and are looking at the ap­
proach taken in the UK.

Before this, I would like to give some personal 
views on the consequences for education of this 
infrastructure as it evolves.
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Re-engineering Education
Just imagine that you wake up tomorrow and 
every school, every college and every library is 
connected to the internet. Is that it? Is that a na­
tional grid for learning?

I have written about this on a number of occa­
sions, but here I can only outline a few of the key 
challenges to exploiting the infrastructure to raise 
educational attainment on a large scale. What is 
clear about the successful deployment of ICTs in 
any sector of society, is that what makes the dif­
ference between success and failure is 'change 
management'. In particular, teacher training is 
critical. In the UK there are 500,000 teachers, 
which makes the universal introduction of ICTs 
into schools probably the largest change manage­
ment project since the creation of the NHS (and 
"BABY", ibid.) in 1948.

Looking at just-in-time in manufacturing, as well 
as at other on-demand services, shows a tendency 
to move away from individual performance to 
team performance. What I envisage is a re-engi­
neered teaching force in the future with master 
teachers and para-professionals working in teams 
with ICTs taking the strain of administration and 
delivering much of the content, so that the teach­
ers are their to do what is really important, sup­
port and motivation.

At the same time, I think that we shall also see a 
re-engineering of the curriculum. What just-in- 
time organisation supported by ICTs has enabled 
in manufacturing is mass customisation. I would 
envisage the current national curriculum evolv­
ing into a national framework for personal cur­
ricula to international standards. This person­
alisation of learning will be a reflection of the 
changing role of the teaching professionals.

One aspect of personalisation that I wish to com­
ment on is educational special needs or disabili­
ties. One of the areas that most excites me from 
our own trials and other research is that there is 
a growing body of evidence that ICTs suitably 
applied can overcome m any learning barriers 
such as autism, dyslexia and physical handicaps. 
The potential to take the "dis" out of disability 
has profound social and educational potential. 
Turning it into reality is one of the great challenges.

The phrase in education is that ICTs will change 
the teacher from the "sage on the stage to the 
guide on the side".

While some of the details about how fully to im­
plement and sustain a Knowledge Utility are still 
unclear, the creation of an overall goal or vision 
enables a large number of projects to work to­
wards a common goal. A good policy framework 
can provide stability in the market and make for 
more business, but most importantly better busi­
ness.

In the absence of a clear policy direction, it is dif­
ficult to invest with any certainty that there will 
be a real return or to manage risk sufficiently well 
to ensure a win-win situation with suppliers and 
clients.

In 1996, ICL approached the UK government and 
opposition with a costed proposal for a private 
finance vehicle to build a Knowledge Utility. This 
was important, because we used our experience 
to create a costed proposal, but also to show that 
ICL was serious about this sector as a business.

The incoming administration in the UK in May 
1997 has developed and incorporated many of 
our ideas into its wider policy framework and 
we are now seeing other countries showing in­
terest in the ideas and models developed in the 
UK. Many of my colleagues in ICL can feel proud 
of their contribution through projects and poli­
cies in thinking through this more pro-active role 
for us in public policy making.

I will now finish by considering, in overview, the 
UK government's development of the national 
grid for learning.

The UK National Grid for Learning
The many areas covered by projects contributing 
to the  NGfL in  the  UK are sum m arized  
schematically in Figure 4.

The government is investing in IT for schools, 
along with teacher training and provision of con­
tent. A number of education action zones are 
being established to test more flexible methods 
of educational provision.
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Figure 4: NGfL Project Areas in the UK

Additional funding is being provided for col­
leges. Alongside this, the governm ent is to 
launch, in 2,000, a University for Industry, a learn­
ing brokerage available through call centres and 
on-line facilities to connect individuals to learn­
ing opportunities provided by colleges and the 
private sector. This in turn will be supported by 
individual learning accounts, potentially sup­
ported by smart cards, which will evolve into long 
term savings vehicles to fund lifelong learning.

A report from the Library and Information Com­
mission, "New Library the Peoples Network", 
indicates how a national library network is be­
ing developed.

A fund has been established to allow museums 
and galleries to start making their collections 
available on-line for education.

A new digital learning channel is currently out 
for tender. Many traditional broadcasters and 
publishers are now experimenting with making 
their content available on-line.

At the same time, the government and its agen­
cies are increasingly making their own material 
available on-line as part of the overall programme 
in government modernization.

A detailed reading of the various projects shows 
real efforts being made to create "joined-up thinking"

and delivery across a complex and interacting set 
of organizations and sectors.

At the latest count, around £2 bn will be commit­
ted to the various projects indicated in Figure 4 
over the current parliament.

The challenge for us in ICL is to build our busi­
ness and expertise in this evolving market place, 
which is now growing rapidly.

Summary and Conclusions
Many colleagues in ICL have contributed to the 
ideas outlined above. What I have attempted to 
convey in this article is the process that we have 
been going through in one part of the company 
in trying to turn into reality our vision of the in­
formation society and of an IT services company 
as a thoughtful and pro-active partner.

We have made mistakes and learned much en 
route, but I believe that we have created some 
concepts and processes that are reusable in many 
areas of business, where scale, complexity and 
public policy interact.

To finish, on my own personal vision, in the 21st 
century, learning will be the largest industry in 
the world. ICL can be a major player in engi­
neering  a learn in g  society. A K now ledge 
economy and a Learning society are the under­
pinning of the new economy.

I am very willing to provide further material to 
interested readers in this subject as I am aware 
that there are many areas which, of necessity, 
have been insufficiently developed in this paper. 
I may be contacted at Chris.Yapp@icl.com.
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Abstract
Systems Management tools abound in the marketplace. They range from highly focused, single 
function tools through to the enterprise management frameworks providing management capa­
bilities which span the total management needs of the largest businesses. Within this overall range, 
management of the Data Centre places some highly specific requirements on the Systems Manage­
ment tools.

Following on from the overview of High Performance Systems Division's (HPSD) Millennium pro­
gramme [Procter, 1998], this paper describes some of the influences at work in the Systems Man­
agement sector of the industry and how High Performance Systems Division approaches the ques­
tion of Systems Management in the Millennium programme.

Introduction
Within ICL, HPSD is focused on Data Centre com­
puting and, specifically, on the hardware and soft­
ware infrastructure that supports the central core 
of m edium /large-scale business application 
services.

The Millennium Vision of Data Centre comput­
ing has been developed to reflect the trends in 
Data Centre computing and technology at the end 
of the 1990s and in the early years of the twenty 
first century. The vision, which is itself evolving, 
drives an ongoing product and capability pro­
gramme known as the Millennium programme.

This article discusses the industry trends, mar­
ket drivers and interfaces (both standard and 
proprietary) at work in the Systems Management 
arena. There are many Systems Management 
initiatives within the market aimed at improv­
ing the manageability of the desktop population 
and the networks which link these desktops. 
Standards, such as Microsoft's Universal Plug 
and Play and Sun's Jini, are specifically aimed at 
simplifying the process of adding desktop de­
vices to a netw ork , and allow ing them  to 
interoperate. Although very important in the 
overall management of the IT enterprise, this ar­
ticle does not deal with the topic of desktop net­
work management. Instead, it concentrates on 
those aspects of Systems Management which are

specifically relevant to management of the Data 
Centre. It describes how the industry trends ap­
ply to the emerging Data Centre environment 
based on industry standard volume components, 
with particular reference to ICL High Perform­
ance Systems Division's Millennium programme.

Industry trends
The trend towards re-centralization
During the late 1980s and the early 1990s, many 
enterprises moved towards a flatter organisation, 
with minimalist central departments and semi- 
autonomous operating divisions. Reflecting this 
trend, IT services were also devolved, and operating 
divisions were set loose to choose their own sys­
tems and applications. This trend led to the pro­
liferation of departmental and distributed UNIX 
servers, which are now critical to businesses. 
More recently, this trend has accelerated with the 
addition of a large number of Windows NT serv­
ers. The cost of ownership and difficulty of main­
taining and managing these systems is now seen 
as a major issue for businesses, which are look­
ing for ways to reduce the overheads and increase 
the reliability and availability of these systems.

The above issues are today leading towards con­
solidation of IT services back into a Data Centre 
type of operation in which scarce skills can be 
concentrated and costs shared. However, the
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operation is typically organised differently from 
the old centrally funded Data Centre. It is more 
like a Facility Management operation (and indeed 
may be contracted out to a FM supplier).

Facilities Management, outsourcing, mergers and 
acquisitions within large businesses are leading 
to larger, more complex, heterogeneous IT estates, 
the efficient management of which is an essen­
tial capability.

Market research carried out on behalf of ICL 
HPSD has shown that:

• most organisations have multiple servers, of­
ten from different suppliers, running a selec­
tion of operating systems

• most organisations have already moved, or 
are planning or considering moving, depart­
mental systems back to the Data Centre

• most customers expect Windows NT (and 
Windows 2000) to play a much more signifi­
cant role in operational systems in the future

• use of third-party systems management tools 
on UNIX and NT is not currently widespread

• all organisations have cost constraints and 
growing workload; i.e., they are under pres­
sure to manage growing IT services with static 
or reducing resources.

Storage Area Networks
Another important trend is the change in the us­
age and capability of com m odity peripheral 
products. Until recently, commodity peripherals 
such as disks and tapes were owned exclusively 
by a single server and could be used only by that 
server. Moves to make better use of under-uti­
lised tape devices usually involved copying data 
from a client (such as a PC) to the server which 
would then write the data to tape.

Facilities for sharing peripherals such as robotic 
tape libraries have been available for many years 
in large Data Centres. Recent reductions in the 
price of such technologies mean that they are now 
economic for use in fairly modest sized Data Cen­
tres.

RAID disk subsystems, which provide very reli­
able data storage, are now shareable between a 
number of servers, leading to their economic use 
as a central data repository for a community of 
smaller servers.

Fibre Channel is an industry standard intercon­
nect developed to overcome SCSI limitations in 
throughput, connectivity and distance. The sim­
ple loop topology of Fibre Channel-Arbitrated 
Loop (FC-AL) supports moderately large sys­
tems, for example, 50-100 disks can be connected 
through a single FC-AL, with an option for a sec­
ond loop to provide full route resilience. Intelli­
gent configurable hubs and switches allow the 
creation of virtual FC-ALs, providing a high de­
gree of flexibility in the use of the Fibre Channel 
resource to satisfy throughput requirements of 
particular tasks such as back-up.

All the advances described above are leading to 
the adoption of a data-centric, rather than proc­
essor-centric, view of IT resources. This sharing 
of data storage and interconnection resources 
across a number of servers requires a commen­
surate degree of management control in order to 
exploit them effectively. Recognizing the impor­
tance of this management function and the lack 
of an agreed industry standard, each supplier of 
shareable resources is implementing a new man­
agement infrastructure and GUI for their prod­
uct. This is leading to a proliferation of different 
m anagem ent p roducts , th u s  add in g  to the 
number of tools needed in order to manage the 
Data Centre.

The Role of Systems Management
Systems Management is provided to reduce the 
cost of ownership of IT systems whilst maintain­
ing service availability. Its focus is the IT service 
provider, who is faced with spiralling costs and 
complexity caused by:

• diversity of equipment and vendors. This is 
a significant issue for Facilities Management 
companies and those taking Outsourcing 
business, where equipment may be inherited 
from a number of different customers

• the client/server paradigm. The move to 
multi-tier application architectures has intro­
duced undoubted benefits in terms of appli­
cations developm ent and ease of m ainte­
nance. However these client-server applica­
tions have given the IT service provider a 
more complex management task. It is often 
the case that each tier of a multi-tier business 
application runs on a completely different 
platform, for example, the GUI on a desktop
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PC, the business logic on an intermediate 
server (often UNIX or NT) and the database 
on a mainframe or specialized server. For the 
business application to be available to the 
end-user, all these platforms, the comms links 
between them and all the application proc­
esses must be available

• greater geographic dispersion of systems due 
to the increasing popularity of multi-tier ap­
plications and globalisation of businesses

• demands for higher service availability.

One significant business aim is to reduce the 
management costs associated with a geographi­
cally distributed population of systems, where 
problem diagnosis, software upgrade, resource 
reconfiguration etc. may all require system ad­
ministrators physically to go out to each system. 
In addition, the need has been recognized for each 
server's data to be reliably backed up and for 
suitable recovery processes to be designed and 
proven. These tasks can be more efficiently car­
ried out by the IT department. There are oppor­
tunities for reducing the capital costs for back­
up by centralizing the task and sharing resources.

To achieve maximum efficiency from the IT staff, 
the management interface needs to provide a 
common look-and-feel for each managem ent 
task, regardless of the environments on which the 
business applications are running.

However, much of the marketing literature asso­
ciated with Systems Management is based on the 
costs involved in managing the distributed cli­
en t/ server environment. It is presumed that most 
of the problem centres around management of 
clients, because of their sheer volume in compari­
son to the servers in the environment. This misses 
the point that problems with a server have a much 
greater effect on the total environment than prob­
lems with a few clients, and that the number of 
servers is growing swiftly, fuelled by the distrib­
uted server architecture promoted by Microsoft. 
More significantly, the management of servers in 
a Data Centre places different requirements on 
the Systems Management tools. Management of 
servers in a distributed environment can be car­
ried out on a server by server basis. The com­
plex inter-dependencies between resources in a 
Data Centre environment mean that the Systems 
Management tools used in this environment need 
to provide a common level of capability across 
the whole range of resources. The requirement

is that a control action can be applied to a related 
group of resources in a co-ordinated fashion from 
a single command. The ACID properties nor­
mally associated with application transactions 
now need to be able to be applied to "Systems 
Management transactions".

System management products can provide much- 
needed assistance to the provider of Data Centre 
services in managing operational costs, skills re­
quirements and the provision of required serv­
ice levels. The need for automated assistance rises 
rapidly as the number of systems within a Data 
Centre increases.

The ubiquity of the World Wide Web, improve­
ments in available bandwidth, and recent devel­
opments in Web-enabled management tools pro­
vide the building blocks for a solution which will 
permit remote management of systems, possibly 
from anywhere in the world subject to the secu­
rity considerations.

Frameworks and Point Products
E nterp rise  m anagem ent fram ew orks (CA 
Unicenter, HP OpenView, IBM Tivoli TME and 
others) take a holistic view, providing integrated 
management of applications, databases, servers, 
networks and desktops across an entire enter­
prise. However, a full-scale enterprise-wide im­
plementation is a large investment in terms of 
money, skills and time. Furthermore, infrastruc­
ture projects are typically difficult to fund and 
organise. As a result, in spite of their benefits, the 
general take-up of frameworks remains low.

Aside from the enterprise framework products, 
there are a plethora of suppliers and products, 
each focused on particular parts of the enterprise 
network an d /o r on particular aspects of the sys­
tem management process. However, a piecemeal, 
system-by-system approach to management can 
add as much to the problem as to the solution. A 
pragmatic approach is to adopt a small selection 
of these products for use on all systems through­
out the Data Centre.

Management Interfaces
The ability to integrate a num ber of Systems 
Management products to provide a total man­
agement solution is primarily an issue of inter­
faces and interworking capability. Most manage-
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merit products use a proprietary interface, w hich 
leads to the need for a separate integration exer­
cise for every combination of products.

Support for industry standard interfaces, such as 
CMIS/CMIP in the OSI world and SNMP in the 
TCP/IP world, has gone some way to easing the 
integration problem. SNMP is a very simple pro­
tocol, initially devised for the management of 
comms networks. Its use has since been ex­
panded and it is now a widely accepted stand­
ard, although its limited command set means that 
management products continue to rely on their 
proprietary interfaces to carry out the more so­
phisticated tasks.

The proliferation of different interfaces leads to 
increased costs for the vendors of Systems Man­
agement products, who have to port their prod­
ucts to all the leading operating system environ­
ments and integrate them w ith other leading 
management products in each environment, in 
order to achieve wide market coverage. For this 
reason, recent initiatives to introduce new indus­
try-standard management interfaces with richer 
command sets have been widely supported.

Among these newer standards is the Desktop 
M anagem ent Interface (DMI), which is now 
widely used by business desktop hardware ven­
dors to provide an interface for remote manage­
ment of desktop systems. Several systems man­
agement products now accept information in 
DMI format.

Web Based Enterprise Management (WBEM) is 
another emerging interface, introduced with the 
intention of creating a new set of Network Sys­
tems Management (NSM) middleware services 
based on Internet technologies. Although adop­
tion of the WBEM standard was initially slow, its 
acceptance among vendors of Systems Manage­
ment tools has recently been growing rapidly, 
with a number of product announcements. If 
widely adopted, WBEM will improve the ability 
of m anagem ent products to access/control a 
wide range of subject systems, and enable the 
integration of management processes employing 
different tools.

Wired for Management (WfM) is an Intel spon­
sored definition of a set of requirements for man­
ageable servers. It defines categories of servers 
(Workgroup, Line of Business, Enterprise), the

standards (i.e. DMI, SNMP, WBEM) which must 
apply for each category, and the minimum set of 
objects required to be manageable by these inter­
faces.

Millennium use of Management Interfaces
For historical reasons, the operating systems in a 
M illennium system each have their own ap­
proach to Systems Management.

M uch of the m anagem ent functionality  of 
OpenVME is built into the operating system. As 
with all mainframe systems, the management in­
terfaces in OpenVME are largely proprietary and 
not originally designed to fit into the wider en­
terprise environment which is prevalent today. 
The result is that there is a limited range of third- 
party management tools available to complement 
the native OpenVME management capabilities.

Management of UNIX is achieved through a mix­
ture of in-built operating system capabilities and 
ISV supplied products. However, UNIX systems 
originated in a distributed environment, with the 
result that the management functions available 
tend to have a stronger bias towards management 
of a community of smaller systems. There are 
many management tools in the UNIX market­
place, although they are not all available on every 
flavour of UNIX.

For Windows NT, management functions are pri­
marily supplied as add-on products either from 
Microsoft or from a vast array of third party soft­
ware suppliers. Due to the sheer volume of the 
market for Windows NT, small start-up compa­
nies can be successful with products which solve 
a specific task (for example, licence management 
or virus protection) within one of the broad func­
tional areas of management. However, many of 
these products, and to some extent Windows NT 
itself, do not address the issues of large systems. 
For example, most small departmental servers are 
administered and operated by the same indi­
vidual, so the tools do not need to differentiate 
between the skills, privileges and processes in­
volved in these different types of activity. How­
ever, in a Data Centre environment the day-to- 
day operation of the system is usually a separate 
role from that of the administrator. As such, the 
tools need to support the separation of the tasks 
associated with each role.
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Given the different backgrounds and histories of 
the three operating systems in a Millennium sys­
tem, it is hardly surprising that there are very few 
Systems Management products in the market­
place today which can provide a management 
function on OpenVME, UnixWare and Windows 
NT.

Provision of a common management infrastruc­
ture depends on a management interface which 
is fully supported by all three operating systems, 
and by the required range of Systems Manage­
ment products. SNMP is the interface which of­
fers the greatest degree of commonality. How­
ever, the interface does not lend itself to the full 
range of management functions which need to 
be addressed in a Millennium system. No other 
management interface is as widely accepted as 
SNMP for network management.

The emerging managem ent interfaces (WfM, 
DMI, WBEM, etc.) provide the opportunity to put 
in place a more wide-ranging and functionally 
rich set of management capabilities based on 
open/de-facto standards, although there is still 
a problem due to the number of different stand­
ards being proposed. For this new generation of 
standards to provide a solution for Millennium, 
they need to be widely adopted by the hardware 
and software industry, so that Millennium sys­
tems can be built using components that support 
these standards.

Market considerations
There is still a good deal of movement amongst 
the framework providers, with existing leaders 
dropping back, and new players emerging. It is 
expected that the number of framework provid­
ers will reduce to two or three market leaders, 
with the scope and maturity of the products im­
proving rapidly over the next few years. Much 
of this increase in the scope of the frameworks is 
being achieved by product acquisition.

There will continue to be a number of successful 
point product vendors, where the functionality 
of the point products exceeds that available 
within the frameworks. However, this area of 
the market is also subject to rapid change, with 
m ergers, acquisitions an d  new  s tart-ups all 
com m onplace.

The trend for point product integration into the 
leading frameworks is likely to continue, allow­
ing IT departments to add the superior function­
ality of chosen point products into their preferred 
framework.

M anaging NT servers has become a key net­
worked systems management (NSM) require­
ment. Many start-up companies are now deliv­
ering NT management capabilities, but these ven­
dors do not have significant distribution chan­
nels. Meanwhile, established vendors are busy 
porting their existing solutions to NT.

Vendors of Systems Management products are 
subject to the same cost constraints as the pro­
viders of other software applications. This re­
stricts them to porting their products to a small 
subset of the operating systems available in the 
market. The costs and timescales involved in 
porting applications to the OpenVME environ­
ment has historically caused a significant lag in 
the availability of market-leading Systems Man­
agement products on OpenVME systems.

Requirements for System Manage­
ment in Millennium
Requirements for a System Management solution 
for Millennium include management of:

• A single OpenVME, UnixWare or NT instance
• Multiple homogeneous instances (OpenVME 

or UnixWare or NT)
• Multiple heterogeneous instances.

An objective is that Millennium will also be ca­
pable of being:

• managed as a stand-alone system
• integrated w ith point products managing 

other systems
• integrated into an Enterprise Framework in­

frastructure.

In all cases, there will be a set of peripheral re­
sources, shared by some or all of the operating 
systems instances, to be integrated into the total 
management solution.

The suitability of existing Systems Management 
tools for the Data Centre environment tends to 
be taken for granted. However, this is not always
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the case. For example, a Data Centre back-up so­
lution ought to be able to cope with the very large 
data volumes associated with Data Centre sys­
tems. It should also be capable of meeting the 
performance requirements in order to complete 
the back-up (whether off-line or on-line) within 
an acceptable timescale. Backup products which 
originated in the distributed departmental client/ 
server environment do not necessarily possess the 
necessary scaling and performance characteris­
tics needed for the Millennium system.

The requirement is therefore to provide a System 
Management offering with Data Centre class ca­
pabilities, such as performance, robustness, rich 
functionality, and scalability. In addition, the ob­
jective is to select Systems Management products 
which are designed and implemented so that they 
do not introduce any single point of failure into 
an otherwise resilient system. A common pres­
entation layer and user interface, which can run 
anywhere in the world, would provide maximum 
flexibility.

It is recognized that, where specific management 
tools are already in use in an enterprise, Millen­
nium systems will need to be capable of fitting 
into the existing m anagem ent infrastructure. 
This can be achieved via support of industry- 
standard management interfaces.

Architecture
Systems Management is a complex subject. The 
Millennium System M anagement architecture 
identifies thirty one separate management func­
tions which need to be addressed to provide a 
fully managed environment. The functions are 
categorised as:

• Server M anagem ent—those m anagem ent 
functions that are specific to particular plat­
forms (e.g., related to the hardware or oper­
ating system personality in use)

• System Management—management of a rela­
tively small number of IT systems, business 
critical and usually centrally located

• Enterprise Management—management of all 
aspects of the enterprise IT systems, includ­
ing clients, servers, networks, etc.

The following section describes this architecture 
and  explains the dependencies be tw een  the 
categories.

Server Management

In the Millennium context, Server Management 
is scoped to include the installation, configura­
tion, initialisation, fault and exception monitor­
ing and management of all hardware compo­
nents, see Figure 1. The logging of server origi­
nated information into operating system logs, 
and the subsequent analysis and presentation of 
that information to System Management tools is 
also within the scope of the Server Management 
categorisation. Within this category, six specific 
functions have been identified.

Resource configuration
There are a number of different types of resource 
(e.g., processors, disks, tapes) that need to be 
configured within a system such as Millennium. 
Each component vendor supplies configuration 
utilities which apply to their particular devices; 
for example, a disk subsystem vendor may pro­
vide a utility to create RAID sets on a group of 
disks.

For flexible use of resources shared between het­
erogeneous systems, a further level of manage­
ment allocates the resources, either logical or 
physical, to the required operating system in­
stance. This allows a "virtual platform" to be 
defined, and subsequently changed.

Console management
It is normal at the moment for each server and 
each peripheral subsystem to have its own dedi­
cated console, from which initialisation, configu­
ration and error management actions are per­
formed. This leads to a proliferation of consoles 
in a large server system. The console manage­
ment function provides features which minimize 
the number of such attached consoles and allow
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the associated management actions to be carried 
out remotely.

Event notification
Error conditions can be detected by monitoring 
software which detects faults in the hardware and 
intimate software products within the system 
components. Threshold and filter conditions can 
be applied, error information gathered and the 
information notified to the Event Management 
function of System Management.

Policy scheduler
One of the requirements of an enterprise server 
is consistent management of multiple concurrent 
applications with different business priorities. 
Many mainframe systems have had this capabil­
ity for a considerable time and most mainframe 
systems run concurrent mission-critical applica­
tions. Today, Windows NT and UNIX servers 
predominantly run single applications. Where 
present, current UNIX schedulers attempt to al­
locate resources in a "fair" manner. ICL has de­
veloped a Policy Scheduler which does not allo­
cate resources between all the processes in a sys­
tem on a "fair" basis but allocates them accord­
ing to business need. This has been achieved by 
applying the OpenVME scheduling model to 
UnixWare, allowing the business to define the 
relative priorities of the applications running on 
the server. HPSD are in the process of implement­
ing the same scheduling model in a Windows NT 
environment.

Cluster management
A High Availability Cluster has two processor 
subsystems with shared disk storage. This pro­
vides redundancy for the whole processor sub­
system. Failure of a processor subsystem is au­
tomatically detected, and critical workloads can 
be "failed over" to the other processor subsys­
tem in the cluster, according to pre-defined rules.

Diagnostic support
Timely and accurate resolution of problems will 
sometimes require access to the failing system to 
gather diagnostic information. The Diagnostic 
Support function of Server Management provides 
an infrastructure to enable problem diagnosis to 
be carried out via a remote link by the support 
service provider.

System Management

Figure 2: System M anagement

The System Management category, see Figure 2, 
is primarily focused on the efficient operational 
management of the subsystems within a Millen­
nium system. It provides m anagement tools 
which allow automation of the day-to-day man­
agement functions, reducing the amount of hu­
man intervention required and allowing the man­
agement actions to be carried out remotely.

The following are examples of the functions in 
this category.

Job Scheduling
The Job Scheduling application allows tasks to 
be started at predefined times an d /o r when de­
fined criteria have been met (e.g., a previous task 
has been completed successfully). Thus a suite 
of tasks can be run automatically, with inter-de­
pendencies being catered for. Alerts can be raised 
if any task encounters a problem. Tasks need to 
be able to be scheduled in this manner across het­
erogeneous environments.

Back-up, Archive, Media Management, 
Hierarchic Storage Management
These functions are used to ensure that data is 
secured in a controlled, manageable and recov­
erable m anner. M ulti-tie r ap p lica tion  
architectures lead to different parts of a business 
application being able to reside on separate sys­
tems, and even on different operating systems. 
The target is to be able to manage a co-ordinated 
back-up of the data associated with this style of 
application across a heterogeneous set of systems 
or subsystems. Integration of the Back-up tool 
with the Job Scheduler allows back-up operations 
to be managed as part of the overall suite of tasks.
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Event Management
Event M anagem ent provides m onitoring of 
events and alerts from the components of a het­
erogeneous environment. Error conditions are 
detected by the Server Management function and 
passed up to the Event Management tool. Events 
and alerts from a number of components can be 
correlated, and threshold and filter conditions can 
be applied. Rules can be defined which allow 
actions to be invoked—either to carry out auto­
mated actions or to notify a person by email, 
pager etc.. Where the event cannot be handled 
locally, Event Management can be integrated with 
the Problem Management a n d /o r Help Desk 
functions of Enterprise Management to allow the 
event to be escalated.

the Enterprise Management layer. The ability to 
correlate information from a number of different 
systems improves the diagnosability of the un­
derlying problem, resulting in faster, more accu­
rate corrective actions.

Performance Monitoring
Performance Monitoring provides the ability to 
gather statistics across a heterogeneous environ­
ment, analyse the statistics and present the in­
formation, usually in a graphical form. Tailor­
ing is available at all these stages, allowing the 
business to define the frequency and amount of 
statistical information gathered, what analysis 
and correlation actions should be applied to this 
data and how it should be presented. Monitor­
ing can be carried out on-line or using historical 
data Where an issue is identified, the perform­
ance monitoring tool provides the ability to drill 
down to the required level of detail, to assist in 
problem diagnosis.

Enterprise M anagement
This category of management tools, see Figure 3, 
is targeted at managing all aspects of the IT in­
frastructure which support the business; i.e., 
processes and procedures as well as hardware 
and software components, networks etc..

Millennium systems supply information from the 
Server and System Management layers of the 
model, which can be used by the Enterprise Man­
agement products in order to build up a picture 
of the status of the whole IT infrastructure.

For example, events notified by the Server Man­
agement layer can be passed up to the Event 
Manager in the System Management layer. If the 
event cannot be satisfactorily resolved locally at 
this layer, it may be further escalated to the Prob­
lem Management an d /o r Help Desk products in

Figure 3: Enterprise Management

Strategy
The strategy for System Management of Millen­
nium systems is to select market-leading Systems 
Management products and to integrate them to­
gether with the other components of the Millen­
nium system, to provide Data Centre manage­
ment capabilities in chosen functional areas.

HPSD has developed a common infrastructure 
which allows OpenVME to be integrated into the 
market leading Systems Management tools and 
frameworks with minimal porting or develop­
ment effort. The VMELink architecture is shown 
in Figure 4.

The VMELink architecture allows the integration 
of OpenVME into the wider management world, 
by providing a m eans of accessing existing 
OpenVME managem ent commands and data 
from the market-leading Systems Management 
tools. Most Systems Management tools are de­
signed on a client-server model, so, to be able to 
be managed using these tools, OpenVME must 
appear to act as a client. Traditionally, this would 
have required ICL or the software vendor to port 
the client code into the OpenVME environment 
and required OpenVME to support the commu­
nications protocols used by the tool. In the past, 
the resource intensive nature of this exercise lim­
ited the number of tools which could be made 
available on OpenVME. Instead of needing to 
port all the client functionality of a particular 
product to OpenVME, the VMELink architecture
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Figure 4: VME/m/c Architecture

provides an infrastructure which allows a Proxy 
Agent, usually running on Windows NT, and an 
SCL Sponsor running on Open VME to act as a 
'gatew ay' between the Systems M anagement 
product and the standard Open VME interfaces.

A Systems Management tool, running, for exam­
ple, on a Windows NT platform, can request data 
using its normal interface. An Open VME Proxy 
Agent for that tool converts this request into SCL 
calls and passes them across the VMELink Com­
mon Infrastructure. Where a number of SCL com­
mands are required in order to provide the infor­
mation requested by the Systems Management 
product, this will probably be run as a script in 
OpenVME. The Common Infrastructure pro­
vides a 'pipe' between OpenVME and the Win­
dows NT system running the Proxy Agent. It al­
lows SCL calls and their results to be passed be­
tween the Proxy Agent and the SCL Sponsor. The 
SCL sponsor on the OpenVME platform executes 
the SCL commands or scripts in order to collect 
the required information and pass it back across 
the Common Infrastructure to the Proxy Agent. 
The Proxy Agent can then manipulate the data 
as required and pass it back to the Systems Man­
agement tool in the required format.

Given the plethora of management functions to 
be addressed (as described in section 4.1), and 
the wide range of products available in the mar­
ketplace, it is important that the strategy for Sys­
tem M anagement of M illennium systems in­
cludes some method of prioritizing what is to be 
done first. Much market research has been car­
ried out in the Systems Management arena, both

privately on behalf of ICL and 
by the leading industry ana­
lysts such as Gartner and IDC. 
This research tends to converge 
on a small number of functional 
areas as being critical to the 
m anagem ent of Data Centre 
system s. These areas have 
therefore been chosen as the fo­
cus of the initial product selec­
tion and integration activities 
w ith in  the M illennium  p ro ­
gramme. These functional areas 
cover job scheduling, event au­
tomation, managing perform ­
ance, storage management and 
problem management.

The objective is that for each management func­
tion, all the subsystems of a Millennium system 
will be manageable via a common user interface. 
Thus, for example, events from the Windows NT, 
UnixWare and OpenVME operating systems, the 
processor subsystem, storage area network, etc. 
can all be managed via the GUI of the chosen 
Event Management product. This type of inte­
gration is primarily aimed at the day-to-day op­
eration of the system. It provides a high-level 
view of the health of the overall system, and al­
lows management actions to be carried out us­
ing Operating System independent interfaces. It 
is important to note that this type of management 
product is not a replacement for the full set of 
native management tools and interfaces provided 
by each of the supported Operating Systems 
(Windows NT, UnixWare, OpenVME) and other 
components of the system. These will continue 
to be supported. If the system administrator or 
diagnostician requires more detailed information 
or control than can be achieved using the stand­
ard tools, then the native tools and commands 
for each operating system will continue to pro­
vide the appropriate access.

As described in the early sections of this article, 
Systems Management is a highly volatile and 
rapidly evolving sector of the IT industry, in terms 
of products, interfaces and companies. It is the 
aim of HPSD's Millennium System Management 
policy to strike a balance between stability and 
leading-edge technology, between the latest func­
tionality and the Data Centre expectations of re­
liability, scalability and performance.
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Roadmap and status
Significant steps towards the realization of the 
Millennium vision for System Management have 
already been achieved within the Trimetra prod­
uct range.

The Trimetra Y system [Martin & Stewart 1998] 
provides a single consistent framework within 
which all the component parts of the system can 
be managed. This comprises a common admin­
istration and operation system together with a 
common set of facilities for the support of the 
components of the system, covering problem 
notification, diagnosis and correction.

The Trimetra Xtraserver Pi [Messham, 1998] in­
cludes selected market-leading Systems Manage­
ment products which have been integrated and 
tested with the system. The functional areas for 
which products are supplied are hardware man­
agement, back-up, performance monitoring, ap­
plication management, print management, batch 
management, workload scheduling and support 
service.

Over the next few years, the System Management 
capabilities of the existing product ranges are 
planned to converge. The M illennium  pro­
gramme will use market-leading Systems Man­
agement products and industry standard inter­
faces to build a common management infrastruc­
ture. This infrastructure should enable a Millen­
nium system, consisting of multiple heterogene­
ous servers and their shared resources, to be 
managed as a free-standing system or to be inte­
grated into the management of the enterprise.

Conclusions
After years of decentralization of IT infrastruc­
ture, systems are beginning to be consolidated 
into Data Centres. Systems Management of the 
resultant heterogeneous set of systems is seen as 
a fundamental requirement, since it provides the 
opportunity to reduce the cost of ow nership 
whilst maintaining service availability. There is 
a wide range of management functions which 
need to be addressed to provide a fully managed 
environment, ranging from management of in­
dividual hardware components such as proces­
sor subsystems through to overall enterprise 
management, targeted at managing all aspects of 
the total IT infrastructure, including the business

processes and procedures. The Systems Manage­
ment marketplace offers a rich selection of prod­
ucts ranging from those tightly focused on solv­
ing a specific management issue to the Enterprise 
Management Frameworks which provide inte­
grated management of applications, databases, 
servers, networks and desktops across an entire 
enterprise.

HPSD's Millennium vision and programme in­
cludes Systems Management as one of its key 
capabilities, concentrating on those management 
functions which have been identified as critical 
to the m anagem ent of Data Centre systems, 
namely job scheduling, event automation, man­
aging performance, storage m anagement and 
problem management. In each of these functional 
areas, the M illennium Systems M anagem ent 
strategy is to provide an integrated management 
solution which takes advantage of the market­
leading Systems Management products, together 
w ith HPSD's VMELink architecture to enable 
OpenVME integration into the overall manage­
ment infrastructure.

Glossary
ACID Atomicity, consistency, isolation, du­

rability

CMIP Common Management Information
Protocol

CMIS Common Management Information
Standard

DB Database

DMI Desktop Management Interface

FC-AL Fibre Channel Arbitrated Loop

GUI Graphical User Interface

NSM Networked Systems Management

OpenVME ICL's operating system

OSI Open Systems Interconnection

Platform A collection of hardware and soft­
ware components with the ability to 
process and store information. The 
hardware includes processors, store,
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peripherals and network controllers; 
the software includes operating sys­
tems

terns Division) validating the first multi-node 
Series39 systems. Over the next 10 years, she 
was involved in the validation of most of the 
hardw are and software products released by 
HPSD, becoming the validation strategist for the 
Product Validation & Release group. In this role, 
she was responsible for designing and costing 
major validation projects, including OpenTP, 
Goldrush and Xtraserver. She is now a member 
of the HPSD Systems Architecture team, respon­
sible for Systems Management in the Millennium 
programme.

SNMP Simple Network Management Protocol

TP Transaction Processing

WBEM Web Based Enterprise Management

WfM Wired for Management
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“Baby’s” Legacy—The Early Manchester
Mainframes

Chris Burton

Abstract
There has been a great deal of interest in the celebrations surrounding the 50th anniversary of the 
first running of an electronically-stored computer program in Manchester in June 1948. This article 
summarizes the history of the first Manchester computing machine and its successors, some of 
which became Ferranti and then ICT and ICL products. One theme will be the recurring concerns 
with the important role of storage mechanisms. It is noted that there is a continuity in design of 
computers from that first computer to current ICL high-performance products.

Introduction
The history of the computing industry is littered 
with important breakthrough events, some more 
or less precisely and others vaguely defined. As 
Professor M ichael W illiam s, U n iversity  of 
Calgary, has pointed out, if you add enough de­
fining adjectives to an artefact it is easy to make 
it a world first [Williams, 1998]. What constitutes 
a world first worth talking about is also a matter 
of opinion and context; for example, is it more 
important to articulate an idea, or to realize that 
idea? So debates about whether the first compu­
ter was Zuse's Z l, or Colossus, or ENIAC or the 
Manchester "Baby", and was the "father of com­
puting" Charles Babbage, Alan Turing or John 
von Neumann will entertainingly continue in­
definitely. However, all com puter historians 
agree that an extremely im portant event took 
place on 21st June 1948, and some would say that 
that date is the true beginning of the age of com­
puting which we have experienced during this 
last half-century.

On that day for the first time, a program stored 
in the internal electronic store of a general pur­
pose electronic digital computing machine ran 
and produced the correct answer. Everyone who 
has hands-on use of a modern computer would 
recognize the event as something they do every 
day, and no earlier machine was like that. The 
com puter was the Small-Scale Experim ental 
Machine (SSEM) built at the University of Man­
chester by Williams, Kilburn and Tootill, and is 
popularly known as the Manchester "Baby" com­
puter.

That development did not arise spontaneously 
but as a result of mushrooming interest and ac­

tivity in electronic computation, mostly associ­
ated with the Second World War. There are many 
threads and connections going back to the 1930s 
and earlier, but by 1945 there were a few dozen 
people in the world who understood the possi­
bilities of digital computers, and who were be­
ginning to communicate their ideas. It is strik­
ing how poor this communication was—groups 
and individuals operated largely unaw are of 
what others were doing or had done. It is easy to 
forget that in 1945, it was necessary to book a 
transatlantic telephone call several hours before 
the call itself, even assuming the caller could af­
ford such a luxury. Learned papers were pub­
lished at a rather leisurely pace, and fax, email, 
email lists, and Usenet news were unheard of!

This paper will attempt to set a historical context 
which led to the early Manchester computer de­
velopment. The SSEM itself will be described, 
and then some of the subsequent machines which 
were designed at the University of Manchester, 
some of which became Ferranti and ICT, and con­
tributed to ICL, products. The author claims no 
originality for the material presented here - in­
deed readers whose appetite is whetted are urged 
to follow some of the excellent histories which 
cover the subject matter with greater detail and 
authority [Lavington, 1980,1998], [Randell, 1973], 
[IEEE Computer Society, 1953]. The emphasis in 
those early computing machines was on hard­
ware design and description—software barely 
got a look-in. This is in complete contrast to the 
situation now at the turn of the century, when 
the computer industry is dominated by software 
considerations, with the supporting hardware 
platforms being taken very much for granted.
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The importance of data storage as a concept and 
as a technology should be apparent throughout 
this story. Babbage used the word "Store" to de­
note the place where numbers were held ready 
for manipulation, but the anthropomorphism 
"memory" was adopted in the USA from an early 
stage1. The author campaigned unsuccessfully 
in ICL for many years in the 1960s to reject that 
word in favour of "store", but industry pressure 
was overwhelming, and it is noted that this Jour­
nal adopts the norm!

The Historical Context in the 1930s 
and 1940s
We can too-readily focus exclusively on the Man­
chester work assuming a big-bang development, 
but a proper understanding can only come from 
seeing how one thing led to another such that 
Manchester got there first. This fairly lengthy 
section is necessary to set the scene for the crea­
tion of the SSEM.

For the time being, we can disregard the extraor­
dinary work on the Analytical Engine by Charles 
Babbage from the 1830s onwards, because that 
work was unknown to most engineers who were 
pioneering the early computers. By the 1930s, 
business data-processing was well-established 
(though not by th a t nam e) in the form  of 
punched-card installations with means for sort­
ing data, repetitive simple calculations and print­
ing tabulations. For very specific applications, 
com plicated  d esk to p  m achines, e.g., the 
Comptometer, were used, being elaborations of 
mechanical adding machines. But requirements 
for scientific calculations were ill-served. The 
principal aids to scientific calculations were loga­
rithm tables, the slide-rule and the mechanical 
adding machine. However, two noteworthy at­
tempts to mechanize scientific calculation dur­
ing the 1930s should be mentioned.

The first was the remarkable initiative of Konrad 
Zuse in Germany to create a machine for repeti­
tive scientific calculations, started when he was 
a mature student in 1934 [Randell, 1973], This

1 Curiously, the EDSAC team at Cambridge who later did 
much to reveal Babbage's work, used the term "memory" 
in 1948, presumably because of Wilkes' contact with the 
Moore School. Perhaps an indication of the independence 
of the Manchester team is their use of the term "store".

work appears to have been done without knowl­
edge of the efforts of other investigators, yet by 
1938 he had built a mechanical calculator exter­
nally-programmed by a punched program tape. 
This had a mechanical store for numbers, using 
floating-point binary representation, but no con­
ditional branching. It was very unreliable, and 
Zuse embarked on subsequent machines using 
electromechanical relays and later some elec­
tronic elements. His work was barely known 
outside Germany, and does not appear to have 
had any influence on other researchers.

The second notable development was of a ma­
chine to perform calculations in physics, typically 
solutions of sets of equations. This machine, the 
Atanasoff-Berry Computer, was designed by John 
Atanasoff in 1938, and had been built by him and 
Clifford Berry at Iowa State University by 1942 
[Randell, 1973], It used binary arithmetic using 
valve technology logic gates, and had an electro­
mechanical store for about sixty 50-bit numbers. 
There was no program that we would recognize 
as such. During World War II, the US govern­
ment does not seem to have taken advantage of 
this remarkably early electronic calculator, prob­
ably because bigger systems were already on the 
horizon. A working replica of the ABC was com­
pleted at Iowa State University in 1997.

For the purpose of this history, we can set aside 
further electromechanical com puter develop­
ments such as the Harvard/IBM  calculators and 
the Bell Laboratories relay calculators, and focus 
on electronic devices. The 1,800-valve Colossus 
code-breaking machine is often called a program­
mable computer, bu t it w as developed for a 
highly special purpose, and it would be a stretch 
of terminology to regard it as general-purpose. 
But it did show that large assemblies of electron­
ics were sufficiently reliable to do useful work, 
and gave Alan Turing and Max Newman and 
others an insight into the possibilities for general- 
purpose computers after the war, although no 
mention of Colossus itself and its work could be 
disclosed until the 1970s.

Highly visible from 1946 onwards was the mighty 
ENIAC computer built at the Moore School of 
Electrical Engineering at the University of Penn­
sylvania, and operational in 1945. This, like Co­
lossus, was aimed at a specific task, the calcula­
tion of ballistics tables. However, it could be re­
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programmed for different tasks by reconnecting 
the various calculating units in different configu­
rations. It again demonstrated that adequate re­
liability could be achieved with the available elec­
tronic technology, in this case using 18,000 
thermionic valves. The Moore School team at­
tracted John von Neumann to contribute to ideas 
for a general-purpose computer, and a series of 
lectures on the principles of computer design held 
there in 1946 influenced several teams to start 
their own construction projects.

One of the attendees was Maurice Wilkes from 
the University of Cambridge, whose team started 
work shortly afterwards on the EDSAC, a ma­
chine based on ideas similar to those of the Moore 
School. Cambridge, however, produced a work­
ing machine before the Moore School. With his 
exposure to Colossus, Alan Turing started a com­
puter design at the National Physical Laboratory, 
intended to lead to the Automatic Computing En­
gine, ACE. Both these teams started from a math­
ematical computing tradition, but the Manches­
ter work described next was founded in electri­
cal engineering.

Original SSEM
During World War II, F.C. Williams led a group 
at the Telecommunications Research Establish­
ment (TRE) at Malvern responsible for electronic 
circuit designs for radar. The group included Tom 
Kilburn and G.C. Tootill. In 1945 and again in 
early 1946, Williams was invited to visit the MIT 
Radiation Laboratory to contribute to writing a 
series of textbooks on all aspects of radar. While 
he was in the United States he saw experiments 
aimed at storing a radar image on the screen of a 
cathode ray tube (CRT) by detecting the electro­
static charges inside the screen caused by the CRT 
beam. This would have been research familiar 
to him because of the work by his own group on 
precision timing circuits associated with radar. 
On the second visit, he also called at the ENIAC 
project at the University of Pennsylvania, saw the 
computer and heard about their plans for further 
developm ent of a general-purpose machine, 
EDVAC. He must have learned of the search for 
an electronic-speed, large-capacity storage sys­
tem at this time, and he thought that the electro­
static charge experiments on CRTs could be used 
as a computer store. He returned to TRE and set 
up experiments with his colleagues such that by

the end of 1946 they could store a single digit, 
and Williams filed a patent for a CRT store for a 
computer in December 1946.

At this time, Williams was appointed Professor 
of Electrotechnics at the University of Manches­
ter. He brought his colleague Tom Kilburn on 
secondment from TRE to continue the CRT re­
search, together with the equipment they had 
been using. During 1947 they filed several more 
patents on different aspects of the subject and by 
the end of that year they could store 2048 digits 
on a CRT screen for several hours. Throughout 
this time, they were well aware of the efforts of 
several other teams towards building a large au­
tomatic computing machine, and the central re­
quirement for an adequate storage system for 
such a machine. Although they were in occa­
sional contact with Alan Turing at the National 
Physical Laboratory and with the Professor of 
Mathematics, Max Newman, in Manchester, it is 
clear that Williams and Kilburn had their own 
independent views on how to design a comput­
ing machine.

The Williams-Kilbum CRT store seemed to fulfil 
the requirements, and in order to verify its use­
fulness "in the hurly -burly  of com puting", 
Kilburn decided to build a minimal computer 
around it. They were joined by their TRE col­
league Geoff Tootill, and essentially Kilburn and 
Tootill built the Small-Scale Experimental Ma­
chine during 1948. It successfully executed a 
small program on 21st June 1948, the first time in 
the world that a general-purpose stored program 
computer operated [Williams and Kilburn, 1948].

The objective of the Manchester team at that time 
was to improve the technology for computing 
machines generally, and the store particularly. 
The new field of program development held no 
interest for them. As a result, the SSEM was small 
in capacity and in functionality (so was aptly 
called "Baby"), but it had all the features to make 
it general-purpose and universal in application. 
It was therefore quite unlike all earlier machines 
such as Colossus and ENIAC which imposed 
some or other constraints on their flexibility.

The simple structure of the machine can be seen 
in Figure 1. It has a classic von Neumann archi­
tecture, holding both instructions and data in the 
same store.
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Figure 1: Simplified schematic of SSEM

The main characteristics of the SSEM were:

• 32-bit word length
• one instruction per word, single address or­

der code
• 7 instructions in order code, but only one 

arithmetic operation—subtract
• 32 words in the store, but up to 8192 words 

addressable
• serial binary arithmetic using 2's complement 

integers in an implied accumulator
• speed approximately 700 instructions per sec­

ond
• input of data—direct entry of Os and Is into 

the store by push-buttons
• output of data—view the binary content of 

the store on a monitoring CRT as a pattern of 
dots and dashes.

Having built the small machine and tried sev­
eral programs on it, the team doubled in size by 
taking on two research students and bringing in 
Alec Robinson who had been building a binary 
digital multiplier in the department, using the 
CRT storage technology. Max Newman took a 
close interest in the machine at this time, and 
during the summer the idea of a special register 
for modifying addresses in instructions, what we 
now call an index register, was invented and in­
corporated. It was also realised that even with 
more CRT stores, the target storage capacity 
(10,000 words) was unlikely to be attainable, and

that cheaper, if slower storage would have to be 
added. Consequently, at an early stage, a mag­
netic drum was attached to the experimental com­
puter, the original being the piston of a Wilson 
cloud chamber which Williams had had nickel 
plated! By 1949 the enlarged machine was being 
called the prototype Mark 1. A photograph of 
part of the machine at this time is shown in 
Figure 2.

So the foundations were being laid for some char­
acteristics of Manchester designs—innovative in­
ventions like the index register which used an 
electronics solution to simplify a programming 
problem, and architectural strategies such as the 
two-level store aimed at finding a good perform­
ance versus cost in the storage system. It is inter­
esting to contrast the approach of the Cambridge 
EDS AC team at about the same time, 1947 to 1949. 
The EDSAC was aimed squarely at getting a com­
puting service going early, with a simple machine 
design, and in making the programming task less 
arcane. The Manchester team was aiming to help 
the programmer with innovations, but it took 
time for these to be easily accessible.

But these technical considerations were eclipsed 
by a more important event which took place in 
October 1948. The Ministry of Supply contracted 
with Ferranti to build an engineered version of the 
computer, "...to Professor Williams's instructions".
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Figure 2: Part of the Prototype M ark 1 at the University of Manchester in early 1949

So began a long and valuable association between 
the University and Ferranti.

The Ferranti Mark 1 Computer
The privately owned company, Ferranti, had ac­
quired a major expertise in radar development, 
and in electronics generally, during World War II 
[Tweedale, 1993]. Already in 1948 it had sent Dr 
D.G. Prinz to the U nited States to learn about 
electronic computers and whether it was a field 
in which the firm could exercise its talents. Be­
ing located in the Oldham area it was well-placed 
to collaborate with the University. Several engi­
neers from the Instrument and Radio sections 
formed the initial Computer group. One of the 
first tasks was to deliver eight CRT storage units 
to be added to the University computer. The Uni­
versity set out to enhance and enlarge the experi­
mental machine to become the University of 
Manchester Mark 1, while in parallel Ferranti 
started the development of a similar machine 
under the guidance of the University. Both Alec

Robinson and Geoff Tootill were employed by 
Ferranti to contribute to the design.

The University Mark 1 provided a computing 
service up to the autumn 1950, when it was dis­
mantled and scrapped. The first Ferranti Mark 1 
was delivered to the University in February 1951, 
where it resumed the provision of a computing 
service.

The Ferranti Mark 1 was very well engineered 
and a good description of its sound engineering 
principles exists [Pollard et al, 1953]. The elec­
tronic technology was very similar to that of the 
University Mark 1, using the same valve types. 
It used Williams-Kilburn storage, employing a 
special quality CRT developed for the purpose 
by GEC.

The main characteristics of the machine were:

• 40-bit word length
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Figure 3: The first Ferranti M ark 1 computer as delivered to the University of Manchester

• two 20-bit instructions per word, single ad­
dress order code

• 26 instructions in order code, including mul­
tiplication

• 8 index registers
• 256 words in the store (eight CRTs)
• 3,840 word drum store
• serial binary arithmetic using 2's complement 

integers, double-length accumulator
• speed approxim ately  930 instructions per 

second; multiply 2.16 mS
• input of data—5-bit paper tape reader
• output of data—5-bit paper tape punch or tel­

eprinter

The Manchester Autocode programming system 
was developed on this machine by R.A. Brooker. 
Although it was a serial machine, it had a com­
petitive performance because of the availability 
of the index registers, the immediate access of the 
CRT store, and the relatively fast multiply instruc­
tion. A photograph of the machine is shown in 
Figure 3.

A second Mark 1 computer was sold to the Uni­
versity of Toronto where it is credited with helping

in the design of the St Lawrence Seaway. Ferranti 
then redesigned and enhanced the machine to 
become the Mark 1*, pronounced "Mark 1 star". 
This had 384 words of CRT storage, a 16,384 word 
drum store and an enlarged instruction set. By 
1957 seven machines had been delivered.

MERCURY
Once the first Ferranti Mark 1 computer had been 
de livered  to the U niversity , in 1951, Tom 
Kilburn's team started to design a successor, Mark 
2, the Megacycle Machine, or "Meg". The aim 
was to build a machine an order of magnitude 
faster than the Mark 1 with enhanced reliability. 
The basic architecture was similar to its predeces­
sor, but with parallel access to ten bits at a time 
from the store, and with a very fast serial arith­
metic unit. Furthermore, hardware floating point 
arithmetic was provided. The development took 
place in collaboration with Ferranti and with the 
intention that the new machine would be put into 
production. The prototype machine used CRT 
storage, which had now been refined by the Uni­
versity team, but it was intended that the pro­
duction machines should use ferrite core stores

72 ICL Systems Journal Spring 1999



Figure 4: The M ark 2, or "Meg", to be put into production as Mercury

which were then just becoming available. It was 
conceded that core stores were less troublesome 
to set up and were more reliable than the CRT 
store. The prototype first ran in 1954, and the 
first production Mercury (as it was named by 
Ferranti) w as delivered to N orw ay in 1957. 
Figure 4 shows "Meg", the prototype Mercury.

The specification of Mercury can be summarized 
as follows: •

• 10-, 20- and 40-bit word length
• 20-bit instructions
• ferrite storage 4 blocks of 1024 words of 10 

bits and 10 microsecond cycle time
• four magnetic drums each containing 4,096 

40-bit words
• parity checking for internal and external stor­

age
• eight 10-bit index registers
• floating point addition 180 microseconds and 

multiplication 360 microseconds.
• paper tape input and output, though punched 

cards were an option.

Nineteen Mercurys were delivered, at the time 
amongst the most powerful computers available 
in the UK. Architecturally Mercury was not 
greatly different from the Mark 1, and could be 
regarded as a fast, reliable consolidation of that 
earlier design.

ATLAS
In 1956, during the long delay from the Mark 2 
working in 1954 to the delivery of the first Mer­
cury, Tom Kilburn and his team embarked on the 
ambitious development of Muse, the microsec­
ond computer. This transistor machine, started 
only eight years after the success of the Baby, was 
intended to be very fast (one million instructions 
per second, cf. Baby at 700 instructions per sec­
ond). A large number and variety of peripheral 
devices were to be connectable to make it suit­
able for business use, and in particular, a very 
large internal storage capacity was considered 
essential.

Although Baby had run the world's first stored 
program, the massive investment in computer
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Figure 5: Part of Atlas being commissioned by University and Ferranti engineers

development in the United States in the inter­
vening years meant that British developments 
were outstripped in speed, and far outstripped 
in number of computers and hence user experi­
ence. The specification for Muse was intended 
to redress the balance in terms of performance.

As was the case with the original Mark 1, many 
innovations were developed in Muse. Concepts 
fam iliar in present-day machines were pio­
neered, such as virtual storage, pipelining, an 
interrupt system and interleaved paged store. 
There was an ambitious permanent operating 
system, the Supervisor, which provided job 
scheduling, spooling and multiprogramming. 
Some of these developments took place when the 
Ferranti Computer Department, with govern­
ment funding, collaborated with the University 
from 1959 onwards, by seconding teams of engi­
neers and programmers to work on the project. 
At this time the machine became known as At­
las, and it provided a user service from Decem­
ber 1962. It is thought to have been the fastest 
computer in the world at the time. Yet its speci­
fication, modest by modern standards, was: •

• Main store 16,384 words of 48 bits

• Drum store 96K-words
• Read-only store (e.g. for in terrupt routines) 

8 K-words, 300 nS access time
• 127 integer registers, each 24 bits
• Integer instruction times typically 1.5 micro­

seconds, floating point 2.7 microseconds.

Part of the first A tlas installation  is show n 
above in Figure 5.

A second Atlas was sold to London University 
and a third for joint academic use to The Atlas 
Computer Laboratory at Harwell. This machine 
had 48K of main store and a vast array of periph­
eral devices. A simplified variant of Atlas was 
sold to Cambridge University as the Titan, and 
two similar machines were sold for scientific re­
search work, a total production of six machines.

The Ferranti Computer Department became part 
of ICT in 1963, as work on Atlas was finishing. 
The new organisation focused on a much larger 
and wider market, adopting the 1900 series as its 
product, so that the impetus to develop and sell 
more Atlas machines faded. As we shall see, how­
ever, the investment in skills and innovation was 
not totally lost.

74 ICL Systems Journal Spring 1999



Figure 6: Part of MU5 being commissioned

MU5
The University team under Professor Kilburn 
embarked on yet another high-performance com­
puter design in the mid-1960s. The target was to 
be about twenty times the speed of Atlas. Better 
understanding and analysis of procedural lan­
guage instruction execution led to an architecture 
being implemented with a number of special 
hardware units, such as associatively-addressed 
slave-stores, address-translation mechanisms and 
very fast data exchange switching. The instruc­
tion set was also improved, so that the machine 
would be optimized to execute code compiled 
from high-level language programs. Part of the 
machine being commissioned can be seen in Fig­
ure 6.

As the design and construction of MU5 pro­
ceeded, again supported by engineers and pro­
duction facilities from the West Gorton works, 
so ICL was embarking on the design of the New 
Range, which was announced in 1974 as the 2900 
series. Although the architecture of New Range

drew on many different excellent computer sci­
ence ideas, there are recognisable similarities be­
tween it and MU5. Perhaps this is not surpris­
ing, as both systems had similar design objectives. 
MU5 was really the last big high-performance 
computer design at the University of Manches­
ter, marking nearly thirty years since the Baby 
ran its first program [Lavington, 1993].

The Influence of Manchester Uni­
versity on ICL Computer Design
It is most important to remember that ICL's high- 
performance computer designs owe much to all 
the main merged companies. The Cambridge 
EDSAC was re-engineered as LEO 1 in much the 
same way as the SSEM became the Ferranti Mk 1. 
Whereas the Ferranti machine was aimed at sci­
entific work, LEO was primarily intended to solve 
business problems, and the pioneering work on 
the computerisation of business done by Lyons 
was an important input to later ICL products. The 
National Physical Laboratory work on ACE led
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to the English Electric Deuce and creation of a 
skilled and experienced design team. Their "nest­
ing store" ideas in the KDF9 survive as the taken- 
for-granted stack operations in current systems. 
It seems to me that the design of current high- 
performance systems owes little to non-indig- 
enous sources; some ideas may have emerged in 
foreign (i.e. US) systems, but they would have 
been radically thought through and re-engi­
neered for ICL's purposes. Of course, lower-per­
formance systems are simply realized by com­
modity items such as the PC.

The dominant hardware design objective through 
all this history seems to be how best to exploit 
electronic data storage:

SSEM: Invent a fast random access electronic
store

M arkl: Balance perfo rm ance/cost using a 
small fast store with larger slow store 

Mark 2: Exploit better technology storage (Fer­
rite cores)

Atlas: Invent one-level store, i.e. virtual stor­
age with paging

MU5: Exploit efficient use of store (e.g. Name
store)

But other innovations leading to efficient high- 
level language support have evolved through the 
series of machines; for example index registers:

SSEM: One
M arkl: Seven 
Mark 2: Seven 
Atlas: 127
MU5: One.

This vividly illustrates the eventual satisfying of 
the compiler writer's wish for the number of reg­
isters to be "none, one or infinity"!

Of course, computer designs do not just appear 
out of abstract architectural ideas. The collective 
knowledge and experience of the design engi­
neers themselves is what appears in a computer 
design. Insofar as ICL represents the British com­
puter industry, so all the predecessor companies' 
history has had some input to current products. 
However, the close collaboration between the 
University of Manchester and Ferranti and ICT 
where many dozens of engineers shared the de­
velopment work over a prolonged period inevi­
tably created a large pool of expertise conver­

sant with University thinking behind computer 
design.

After the formation of ICL in 1968, planning of 
the "New Range" started in earnest. People from 
the different traditions, i.e., mainly Ferranti, Eng­
lish Electric, ICT, EMI and LEO, worked together 
on the planning, and my recollection is one of 
p u lling  toge ther ra th e r than  any sense of 
blinkered independence. There is no doubt that 
the "Synthetic Option", which became the 2900 
architecture and so through to Nodal Architec­
ture and current high-performance products, 
drew heavily on MU5 design in several areas. 
Campell-Kelly cites advanced process-manage­
ment, efficient high-level language execution and 
efficient data m anagem ent [Campbell-Kelly, 
1989],

Thus there is an easily-traced thread of continuity 
in excellent computer design which can be fol­
lowed all the way back to the SSEM. It would be 
foolish to ignore the crucial contributions from 
many other separate sources. That momentous 
event when the first program ran in June 1948 is 
recognizable as just like what computers do to­
day—we could proudly regard the "Baby" as the 
Father of British computing.
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Obituary—E.C.P. Portman

E.C.P. (Charlie) Portman, one of ICL's leading en­
gineers and known to everyone as "Charlie", died 
on 19th December 1998 on the threshold of his 
retirement from ICL. He was sixty five.

Charlie Portman had been on the Editorial Board 
of the ICL Systems Journal and the Editor, who 
first met Charlie some thirty five years ago, 
wishes to express his appreciation for his inesti­
mable contributions over many years. His col­
leagues on the Board will greatly miss his wise 
counsel.

Colleagues of Charlie Portman, who knew him 
for much of his professional career, offered the 
following contributions to this obituary, for which 
the Editor is extremely grateful.

Peter Hall (retired Director of ICL) writes:

This is difficult to write; not because there is not 
much to say about Charlie, but because what I 
want to say is difficult to put across without be­
ing accused of exaggeration, the liberal use of cli­
ches, lack of real sincerity, or the comment "he 
would say that anyway wouldn't he". But he was 
a special person.

I first met Charlie in the mid 1950's when I found 
myself the manager of the Ferranti Computer De­
partment. The Department was in a state of tur­
moil (the previous manager having left under a 
cloud), with various factions lobbying for their 
pet projects each requiring funds from our loss 
making operation. Not a happy ship. The one 
positive thing, which in itself made for a lot of 
problems, was that the organisation was dense 
on the ground with very clever people, most with 
their own agenda. The prima-donnas amongst 
them (and there were more than a few) bom­
barded me with proposals to save the operation, 
each pointing out that only their ideas would 
ensure that our computers were the best in the 
world. Although a senior man, Charlie was not 
amongst this group. I soon learnt that Charlie 
was always there for advice and that whatever 
decision we arrived at, whether consistent with 
his views or not, he would be a most loyal mem­
ber of the team, bringing all his most consider­
able gifts to bear on the job in hand.

During my time at West Gorton Charlie worked 
on the "neuron" ballot box logic which was used 
first on a test bed called Newt, which we devel­
oped into the small scientific computer Sirius. 
Sirius was a great success, by our standards and 
by the standards of the time, but when the same 
technology was used in the very much larger 
Orion computer there were considerable difficul­
ties. Charlie led the team which solved the prob­
lems. This was a major technical achievement 
and, although Orion deliveries were much de­
layed, the system, with its Operating System, 
OMP, was one of the most sophisticated of its day. 
I shall never forget Charlie's loyalty and dedica­
tion during this very worrying and difficult pe­
riod. With Orion out of the way, Charlie played 
a major role in the 1900 story and, indeed, in most 
of the future West Gorton developments.

I left West Gorton in 1967, and so had less direct 
knowledge of Charlie's work from then on, but I 
know that, viewed from Putney, it was clear that 
his expertise and experience were a major influ­
ence on hardware and software development. 
Others can comment with more authority than I 
can on his work on the Alvey Demonstrator 
Project and his contribution to the collaborative 
multiprocessor work. I am sure however that, 
even though Charlie had retired a month or so 
before he died, his technical advice and encour­
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agement will be sorely missed by all his old col­
leagues.

Over the last couple of years or so I have seen 
much more of Charlie. He was one of Chris 
B urton 's  team  reb u ild in g  the M anchester 
"BABY". Even though he was so very ill he put 
in many hours getting the cathode ray tube stores 
to work; he was, as always, a dedicated member 
of the team. I have in my mind a vivid picture of 
two of my old friends looking very puzzled at 
the CRT sto re—Tom K ilburn  and  C harlie  
Portman; each in their own way giants of the com­
puter world.

Charlie was never ambitious in the sense of want­
ing to climb up the ladder of managerial status; 
his interests were in technical excellence. His am­
bition was always to produce the best solution 
to the technical problem set. He enjoyed a tech­
nical challenge; the more difficult the better! He 
was very proud of his ICL Fellowship.

As a man, Charlie must be described as one of 
nature's gentlemen. At his funeral someone com­
mented to me that he had never heard Charlie 
say anything unkind about anyone. Neither had 
1. The fact that so many of his colleagues paid 
their respects to him on that day said a lot about 
the way he was thought of within the company. 
To me he was, for a long time, a valued and loyal 
member of my team, and for over 40 years a very 
dear friend.

Chris Burton (for many years a close 
colleague) writes:

One word which sums up the effect Charlie had 
on his colleagues is inspirational. For many years 
he was my manager, but for forty years, for me 
as for so many others, he was my mentor. He 
did not autocratically dictate to us w hat we 
should do—he advised, he guided, he inspired 
us with what to do.

Charlie Portman graduated in Electronic Engi­
neering from the University of Liverpool and 
joined the Ferranti Computer Department in the 
Magnetic Drum Laboratory in 1954. He was soon 
involved with the new computers, Mercury and 
Sirius, where he started to show his grasp of over­
all systems engineering. In 1960, he became part 
of the Orion 1 design team where his clear un­

derstanding of the interaction of software, hard­
ware and a desired system specification could be 
brought to bear on pioneering work with multi­
programming. Charlie took the first (unfinished) 
Orion to AB Turitz in Gothenburg and there com­
pleted the hardware and software so that the sys­
tem was accepted by the customer. This was a 
major manifestation of his skill in motivating staff 
of different disciplines to achieve a goal in diffi­
cult circumstances. It was probably a defining 
episode for Charlie himself—he often recalled 
some of the events of that project with nostalgia 
and justifiable pride. His star had started to shine!

As the best systems engineer in West Gorton, he 
led all the new 1900 series hardware developed 
there, and participated in product planning for 
these larger systems. Once the hardware designs 
were established, he took responsibility for all 
hardware-oriented software for large systems; 
i.e., test software, executive-type software and de­
sign automation. He then carried this work 
through into the corresponding support for the 
early large-scale 2900 series machines. His re­
sponsibilities were now extensive, he had staff 
in Manchester, Kidsgrove, Stoke and Stevenage. 
He met the challenge of these different tasks, 
which posed novel management problems in the 
1960s and early '70s. He had been referred to in 
Fred Brooks's well-known book, "The Mythical 
Man-Month," as a person who knew about team- 
management. Yet he steered clear of the various 
management fashions of the time. He preferred 
to think of himself primarily as an engineer.

In the mid-1970s, Charlie turned away, tempo­
rarily, from managing big teams. He wanted to 
get closer to his love of the technically new and 
exciting. Having started his career in valve elec­
tronics, he turned towards advanced develop­
ments, particularly the way in which ICL could 
exploit the falling cost and proliferation of sili­
con technology, the architecture of very large sys­
tems and the role of federated and networked sys­
tems, when all these ideas were in their infancy. 
He had a m arvellous technical im agination, 
which often I felt was nourished by his wide read­
ing and appreciation of classical science fiction. 
Once in a discussion, when we were struggling 
to find the right direction, he suggested evoca­
tively that we should think in terms of, "... step­
ping forward into the future hand-in-hand with 
our friendly robot."
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When the national Alvey Programme was set up, 
Charlie naturally became the Project Manager of 
the largest of the Demonstrator Projects, apply­
ing Artificial Intelligence ideas to decision sup­
port in the Department of Social Security. His 
reputation as a great guy to work for spread to 
the two industrial and four academic collaborat­
ing organisations and a number of departments 
in the DSS. After the successful conclusion of the 
five-year collaboration, he managed those groups 
inside ICL exploiting the lessons learned about 
decision support in that large project.

His wisdom and understanding of the structure 
of large and complex computer systems, and his 
ability to explain and clarify the issues for other 
people always attracted colleagues seeking ad­
vice on special technology as well as product 
planning problems within the company. He in- 
spiringly brought out the best from everyone who 
worked with or for him, yet he modestly played- 
down his own role in so many of ICL's successes. 
He firmly believed in the power of individual 
skills and integrity when faced with distasteful 
organisational impositions. His own utter hon­
esty, humanity and compassion seemed to be 
entirely natural, yet were surely reinforced by his 
wife Sylvia who would often be seen at his side.

Charlie drew much satisfaction from his appoint­
ment as an ICL Fellow and then as an ICL Emeri­
tus Fellow, and he was also awarded an ICL 
Chairman's Gold Medal in 1998. Over the last 
few years Charlie worked closely with the IC Parc 
team at Imperial College continuing to inspire 
and guide them in their research into operational 
scheduling tools. He also took an active practi­
cal interest in the history of our computer indus­
try. He was a key member of the SSEM Rebuild 
team that rebuilt the "Baby" computer, which was 
at the centre of the celebrations in Manchester of 
the Golden Anniversary of the running of the first 
stored computer program in 1948. Together we 
were recapturing the fun in our enterprises!

Many people were proud to be counted as a 
friend or colleague. We will miss C harlie's 
warmth and wise counsel. We can rejoice that 
the glow remains of our contact with a man of 
great intellectual power, of modesty and integ­
rity who had a humane respect for everybody.

Jack Howlett (founder Editor of the ICL Tech­
nical Journal) writes:

I had known Charlie for something over forty 
years, since the mid-1950s in fact. I was then run­
ning the Computer Group at Harwell, and we 
were planning to install our first properly engi­
neered, industrially-produced computer: we had 
a home-produced machine, and used those of 
several other organisations, but that's by the way. 
We had chosen the Ferranti Mercury as the most 
advanced British machine at that time, and in­
deed it was a fine machine (it had built-in float­
ing-point arithmetic, which was then quite some­
thing), although it was soon to be overtaken by 
the IBM 704.

Charlie wasn't closely involved in the design and 
production of Mercury but he knew plenty about 
it, and I quickly got to know him and to like him 
greatly. This liking and adm iration only In­
creased as the years went by: he had a remark­
able breadth of knowledge, an enviable com­
mand of detail, and a striking ability to get to the 
bottom of any problem put to him and to explain 
what was often quite complicated electronic be­
haviour in simple, easily-understandable terms. 
He certainly contributed greatly to my life and I 
feel very privileged to have known him.

I often stayed in his lovely, elegant house—the 
Moat House, in the village of Haigh on the edge 
of the Lancashire moorlands: not at all far from, 
of all places, Wigan—non-Lancastrians are al­
ways surprised by the beauty of the countryside 
in these parts. Here his charming wife Sylvia al­
ways made me most welcome and to her I send 
my greetings and most grateful thanks.

Tom Hinchliffe (former Managing Director at 
West Gorton) writes:

I joined Ferranti at West Gorton in 1960 and 
stayed there through various mergers until my 
retirement as Managing Director at West Gorton 
in 1996. I first met Charlie Portman in 1960 when 
he was leading the Sirius design team and Charlie 
became very influential in my early career.

Charlie was to lead many computer design teams 
in his lifetime and I first worked for him attach­
ing card equipment to Orion. Later, he offered 
me my first design processor role on 1904E. He
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was a brilliant engineer and led from the front 
by personal example and was never a 'traditional' 
manager.

He had the ability to visualise problems clearly, 
to propose elegant solutions and could explain 
them logically and concisely. I can still remem­
ber Charlie explaining the 'paged 1904E' after 
which the concept of paging seemed so simple 
that I wondered why I had ever been confused.

Charlie was always willing to spend time talk­
ing to his engineers, individually or in groups, 
and this always seemed to make the job easier. 
He was a tremendous inspiration and everyone 
was proud to be part of his team.

He was also good for a laugh. John Allanby was 
always startling people by dropping the Venetian 
blinds' when someone was deeply engrossed in 
thought. We made a plan and Charlie acted as 
lookout to warn us when John was returning 
from tea, so we could get our own back. The 'air- 
horns' we had attached to the 'Run' switch, froze 
John to the spot!

Charlie also gave my wife her first driving les­
son in a 'Formulae 1 go-kart', in the rear car park 
at West Gorton. Eva did not drive but Charlie 
persuaded her that driving was simple and that 
she should have her turn. He told her to hold 
the clutch pedal down while he put the kart in 1st 
gear. He then said just let the clutch out and the 
kart will move slowly—the kart moved quickly 
and she screamed, he shouted use the brake, she 
chose the accelerator and I can still see Charlie 
chasing the kart across the car park in panic. 
Fortunately, Eva found the right pedal and the 
kart stopped just short of a very large brick wall, 
with Charlie close behind.

There are many, many stories about Charlie and 
all of them, whether professional or social, always 
highlight Charlie's real enthusiasm, his genuine 
care and consideration for other people and his 
brilliant engineering ability.

Charlie won an ICL Chairman's medal last year 
and was one of only nine medal winners. These 
were presented at an event hosted by Michio 
Naruto to celebrate 50 years of Mainframe Engi­
neering Achievement and I had the pleasure of 
writing the citations for most of the medal win­
ners including Charlie. Unfortunately, Charlie

was too ill to receive his medal in person and I am 
repeating the wording of his citation here, so that 
everyone can appreciate the tribute that was read 
out for Charlie at the event.

Chairman’s Medal Citation

Charlie Portman : Ferranti 1954 -  ICL 1998

Charlie Portman joined Ferranti Limited at Moston 
in 1954 to work on Magnetic Drum systems but 
soon became involved with processor design and 
led the development teams for Sirius and Orion.

It was Charlie who went on to lead the develop­
ment of all the 1900 series machines at West Gorton.

In 1972, he moved to software, taking responsibil­
ity for all test software and 1900 executives. Later 
responsibility for 'Design Automation' and early 
2900 systems were added.

In 1984, Charlie became Project Manager of the 
largest UK Alvey Directorate Project, applying ar­
tificial intelligence ideas to decision support in the 
DHSS. This five-year project involving many ma­
jor external collaborations was completed success­
fully. Since then he has continued with knowledge 
engineering and is currently working with Impe­
rial College, London.

His reputation for understanding the real techni­
cal issues and explaining them in simple terms is 
second to none and he is a real inspiration to eve­
ryone he works with. Charlie is an ICL Fellow and 
retired earlier this year.

T.A.Hinchliffe
Citation date : 9th November 1998
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Obituary—B.J. Procter

Brian J. Procter, one of ICL's outstanding sytems engineers, 
died suddenly on 24th February, 1999, shortly after his re­
tirement from ICL.

Two colleagues of Brian Procter, who had known him 
throughout much of his career, offered the following con­
tributions to this obituary. These notes, for which the Edi­
tor is extremely grateful, are based on tributes made at his 
memorial service.

Tom Hinchliffe (former Managing Director at 
ICL, West Gorton) writes:

Brian was a brilliant computer engineer who 
made an outstanding technical contribution to 
ICL, throughout the whole of his career and es­
tablished a very distinguished personal reputa­
tion right across the computer industry. His life­
time achievements have rightly earned him a 
place in the TCL Hall of Fame'. Brian joined EMI 
in 1955 and worked on the EMI-DEC machines. 
When ICT was formed in 1963, he transferred to 
Stevenage to lead the teams designing the smaller 
1900 processors.

Brian's personal landm ark machine was the 
highly acclaimed 2903 which positively bristled 
with innovation and, together with the 2904 vari­
ant, achieved sales of over 2000 systems—an 
amazing achievement in those days.

In 1976 Brian relocated to West Gorton where he 
introduced many new innovations to the New 
Range of ICL computers—the 2900 systems and 
Series 39—including Nodal Architecture and the 
use of fibre optics some five years ahead of IBM. 
He also personally championed the technical de­
velopment of 5th Generation Parallel Processing 
across Europe.

Most recently, as the High Performance Systems, 
Chief Architect, Brian was responsible for the 
technical direction of the new ICL Millennium 
system—a role in which he continued until his 
untimely death. He had remained at the leading

edge of com puter technology for forty three 
years.

I have worked with Brian for over twenty five 
years and I can think of no-one who has made a 
bigger or better technical contribution to ICL and 
Mainframe Systems than Brian. Brian was made 
one of the first ICL Fellows in 1991—a tribute to 
his tremendous technical talent. Last year he was 
also awarded an ICL Chairman's medal for 'Out­
standing Engineering Achievement' over the last 
50 years—one of only nine medals that have been 
awarded.

As will be appreciated Brian made a leading con­
tribution to the development of the British Com­
puter Industry and to ICL in particular.

I feel very privileged to have worked with Brian, 
as I am sure we all do. We will always remember 
him with great affection and friendship. He set a 
wonderful example to us all. Above all, he en­
joyed his job and worked amazingly hard. He 
had the ability to express complex technical mat­
ters in an easily understandable way, he never 
sought glory for himself and never had a bad 
word to say about anybody.

He was both a brilliant engineer and a tremen­
dous inspiration to all his colleagues but was, at 
the same time, a quiet, humble and thoroughly 
likeable person.

ICL was very lucky to have such a great engi­
neer and I was very fortunate to have such a good 
friend.
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Nic Holt (a close colleague for many years) 
writes:

Tom has paid eloquent tribute to Brian's out­
standing achievements and his unique contribu­
tion to ICL's technological strategy over a period 
spanning four decades. I'd  like to offer a per­
sonal appreciation—a token of gratitude—on 
behalf of all of us who have had the pleasure of 
working with Brian over the years.

Brian joined the industry in its infancy. They were 
exciting, those early days, a voyage into the un­
charted waters of new technologies. The sophis­
ticated tools we take for granted now did not 
exist, and the pioneers needed to be resourceful 
and inventive, and truly multi-disciplinary. Brian 
retained that spirit of adventure in everything he 
undertook thereafter.

He was fascinated by new concepts and technolo­
gies, eager to understand them and to explore 
the opportunities they presented. He was always 
prepared to take time to share his knowledge and 
understanding—and his enthusiasm—with oth­
ers. His evident delight and zeal in tackling these 
new challenges were utterly infectious, a pro­
found source of inspiration for engineers and oth­
ers alike.

Brian's technical expertise and incisiveness were 
widely respected, and he invariably brought fresh 
insights to complex topics when working with 
leading researchers and technologists; but he was 
equally adept (and patient) at explaining and 
clarifying difficult issues in terms that were eas­
ily understood by those less knowledgeable than 
himself—new graduates, non-technical staff, sen­
ior management, as well as customers and part­
ners.

Brian's enthusiasm and guidance ensured the 
sound development of many of ICL's most suc­
cessful engineers. For them he was a willing and 
stimulating mentor, always ready to listen to their 
ideas and offer perceptive advice and encourage­
ment, a trusted friend and steadfast supporter. 
Consequently, highly motivated teams always 
formed naturally around Brian.

Brian greatly enjoyed discussing new  ideas, 
which would be critically evaluated from every 
angle, turned on their heads and every side av­
enue explored. Invariably, new lines of thought

would emerge, other trails to follow—sometimes 
far removed from the original starting point. 
Working with Brian was truly uplifting, and al­
ways a pleasure.

Brian was immensely thorough in everything he 
did—indeed, a perfectionist. Before embarking 
on any  project, the  b ackg round  w ou ld  be 
minutely researched—whether some new tech­
nology, powered sprays and scaffolding for paint­
ing the outside of his house, or equipment for 
his photography. Every source would be con­
sulted, every option analysed until he was sure 
of his ground. Design weaknesses would be 
quickly identified and ingeniously rectified—he 
always delighted in identifying improvements, 
quite prepared, if necessary, to invent his own 
solutions. He would then work with dedication 
to complete what he had set out to achieve.

Thomas Edison said that "Genius is one percent 
inspiration and 99 percent perspiration". In 
Brian's case such arithmetic is too simplistic. As 
one colleague put it: "He was an inspirational 
guy", and he always gave 100 percent of himself 
to everything he did, professionally and person­
ally. And so each of us will always remember 
Brian with great affection, for his modesty, for 
the caring and personal interest he took in eve­
ryone around him, and above all for his gentle 
nature and unfailing kindness.
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